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Executive Summary
The gravity model is the workhorse of the applied international trade literature. It has been used in
literally thousands of research papers and published articles covering all areas of trade. It is of particular
interest to policy researchers because it makes it possible to estimate the trade impacts of various
trade-related policies, from traditional tariffs to new “behind-the-border” measures. With data
increasingly available for developing as well as developed countries, the gravity model has come to be
the starting point for a wide variety of research questions with a policy component.
The purpose of this User Guide is to provide a “hands on” introduction to gravity modeling for applied
policy researchers. It is designed to be used in conjunction with a dataset of bilateral trade in services
available for free download, and readers are encouraged to replicate the results presented here using
the Stata code provided in the text. Although some basic knowledge of Stata is required as a prerequisite, more advanced commands and techniques are introduced in the text as necessary. Once the
basic techniques have been mastered, readers are encouraged to extend the results presented here
using alternative specifications and methodologies.
The User Guide first presents the intuition behind the gravity model, relying on descriptive statistics and
graphical methods in addition to simple regressions. The next section of the Guide then presents the
theory behind recent, more rigorously specified gravity models, focusing on the “gravity with gravitas”
model that is now a benchmark in the applied international trade literature. Section 3 focuses on the
basic econometrics of the gravity model, including estimation and testing using theoretically grounded
gravity models. Section 4 discusses alternative econometric estimators that have been proposed in the
recent literature, and the rationale behind them. Finally, the User Guide concludes with a discussion of
how the gravity model can be used in applied trade policy research.
Since the first edition of this User Guide was launched in 2013, it has found a ready readership among
policy specialists and applied researchers, particularly in the developing world. A second edition makes it
possible to update the text to include references to some new methodological developments, in
particular in the area of counterfactual simulations—an area of special interest to applied researchers.
Indeed, the continuing success of the basic modeling framework is attested to by the fact that a number
of other researchers have made resources available to help others estimate gravity models robustly and
with ease, while still understanding its many subtleties. The revised text makes reference to the most
important of these contributions, and readers are encouraged to visit them and revisit them, in
particular to provide a more solid formal foundation than is appropriate for the applied nature of this
Guide.

ii

1 Introduction
Over the last half-century, the gravity model has become the workhorse of the applied international
trade literature. Starting with Tinbergen (1962),1 the gravity model has given rise to literally thousands
of publications and working papers covering a wide variety of regions, time periods, and sectors. For
example, Disdier and Head (2008) in their meta-analysis of the effect of distance on trade cover 1,052
separate estimates in 78 papers. By linking trade flows directly with economic size and inversely with
trade costs, usually proxied by geographical distance as an indicator of transport costs, the gravity
model captures some deep regularities in the pattern of international trade and production. Indeed,
Leamer and Levinsohn (1995) have argued that the gravity model has produced “some of the clearest
and most robust findings in empirical economics”.
The gravity model is a key tool for researchers interested in the effects of trade-related policies. It
provides a convenient testing bed on which to assess the trade impacts of different policies. Gravity
models now routinely include variables far beyond those such as tariffs, which are imposed at the
border, to cover behind-the-border barriers as well. Regulatory policies, as well as deep political and
institutional characteristics of countries, have been shown to influence trade as modeled in the gravity
framework. Moreover, the gravity model is no longer concerned only with trade in goods, but has
recently been applied with success to trade in services (e.g., Kimura and Lee, 2006). Indeed, the
exercises presented in this user guide will concentrate on the emerging area of trade in services, where
increased data availability is making it increasingly feasible to apply the most up-to-date estimation
methods and models.
Although the gravity model is an attractive platform for applied international trade researchers, its use
does not come without some potential pitfalls. Chief among these is the choice of exactly which model
to estimate (specification). Traditionally, gravity models have been based largely on intuitive ideas as to
which variables are likely to influence trade. More recently, however, a number of “theoretical” gravity
models have been developed, which use various micro-founded theories of international trade to
develop gravity-like models. Indeed, Deardorff (1995) has argued that an equation that looks something
like gravity must emerge from “just about any sensible trade model”. The current trend in the literature
is towards the use of one of a number of “structural” (i.e., theoretically grounded) gravity models, which
provide consistent and unbiased parameter estimates, as well as an appropriate platform for conducting
counterfactual simulations.
At the same time, econometricians have set out a number of alternative methodologies for estimating
the models themselves. The challenge for applied researchers in the current environment is to make

1

See De Benedictis and Taglioni (2011) for a review of the development of the gravity model and its early
implementations. That paper also contains information on many examples of the successful application of gravity
models in policy contexts, and is strongly recommended as complementary reading for this User Guide. Other
complementary sources are Head and Mayer (2014), with Stata code available online
(https://sites.google.com/site/hiegravity/), and Piermartini and Yotov (2016). This User Guide draws on material
from all these sources.
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best use of these recent theoretical and empirical advances in answering interesting and relevant policy
questions. This user guide is envisaged with that challenge in mind.
The purpose of this user guide is to provide policy researchers with an applied introduction to the
gravity model and its applications. With the exception of the worked Stata examples, all the material
presented here draws on published papers and existing research. The user guide thus serves as a kind of
compendium—at an introductory level—of recent advances in gravity model practice. The material is
presented in a largely non-technical way that should be accessible to anyone with a grounding in
graduate-level microeconomics and econometrics. To keep the presentation simple and uncluttered,
proofs of basic propositions are generally omitted, and readers are referred to standard sources—
particularly econometrics textbooks—for more detailed information.
In light of its purpose and intended audience, this user guide is a complement to existing sources on the
gravity model, its foundations, and its applications. Applied policy researchers can use it as a starting
point for their own research, or as a ready reference for Stata code and other technical details.
However, each research application of the gravity model is highly specific, and needs to be carefully
crafted and related to the previous literature. Moreover, the literature in this area is changing rapidly,
and is currently unsettled in a number of areas, particularly when it comes to econometric methods for
gravity. Researchers therefore need to ensure that they are up to date with the latest developments in
the field when putting together their own applications of the model.
With these points in mind, the user guide proceeds as follows. Section 2 first presents the traditional
gravity model, which we refer to as the “intuitive” model. It also introduces the dataset used throughout
the guide, and shows how we can use Stata to calculate descriptive statistics and produce graphs that
allow us to analyze the way in which the model captures some important stylized facts of international
trade. In the second part of Section 2, we move on to consider structural gravity models, namely those
with sound microeconomic foundations. We focus in particular on the famous “gravity with gravitas”
model of Anderson and Van Wincoop (2003), which has become one of the standard formulations used
in applied work. The Appendix provides a full derivation of the model, whereas the text of the section
focuses on a general description of its features. In Section 3, our attention turns to estimation of the
gravity model using econometric methods. We discuss estimation and testing of the intuitive model
using ordinary least squares, and the limitations of that approach. We then discuss two approaches for
estimating the theoretical gravity model, including the use of fixed effects panel data methods. Section 4
continues with the econometric analysis by introducing two recent advances in methodology that
account for potential problems with the ordinary least squares estimator. In both cases, the
presentation is intuitive and application-focused. Readers are referred to the original research for full
technical details of the two new estimators we consider, namely Poisson and the Heckman sample
selection model. Sections 3 and 4 make extensive use of the sample dataset provided with this user
guide, and include all Stata code necessary for producing the results discussed in the text. Finally,
Section 5 concludes with a summary of current issues in gravity modeling practice. It also discusses the
ways in which applied policy researchers can best make use of the gravity model in producing relevant
and technically-sound research.
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2 The Basis for the Gravity Model: From Intuition to Theory
This section provides a general grounding in the gravity model and its relationship to the data. We start
the analysis intuitively, and state the basic ideas lying behind the gravity model. We then use descriptive
statistics and graphical techniques to investigate whether those ideas are in fact reflected in a dataset of
bilateral trade in services. In the second part of the section, we discuss some of the limitations of the
traditional, or intuitive, gravity model. This discussion leads into the third part of the section, in which
we discuss gravity theory. Over the last decade, theory has become an increasingly important part of
gravity modeling, and applied researchers now have the choice among a number of commonly-used
theoretically-grounded gravity models. We provide the intuition behind such models in the main text,
and then present full derivations of the most commonly used one—the Anderson and Van Wincoop
(2003) “gravity with gravitas” model—in an appendix.

2.1 The Gravity Intuition
As noted above, the gravity model was initially presented as an intuitive way of understanding trade
flows. In its most basic form, the gravity model can be written as follows:
(1a) log 𝑋𝑖𝑗 = 𝑐 + 𝑏1 log 𝐺𝐷𝑃𝑖 + 𝑏2 log 𝐺𝐷𝑃𝑗 + 𝑏3 log 𝜏𝑖𝑗 + 𝑒𝑖𝑗
(1𝑏) log 𝜏𝑖𝑗 = log(𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒𝑖𝑗 )
where 𝑋𝑖𝑗 indicates exports from country i to country j, GDP is each country’s gross domestic product,
𝜏𝑖𝑗 represents trade costs between the two countries, distance is the geographical distance between
them—as an observable proxy for trade costs—and 𝑒𝑖𝑗 is a random error term. The c term is a
regression constant, and the b terms are coefficients to be estimated. The name “gravity” comes from
the fact that the nonlinear form of equation 1a resembles Newton’s law of gravity: exports are directly
proportional to the exporting and importing countries’ economic “mass” (GDP), and inversely
proportional to the distance between them (not the square of the distance between them, as in
physics). In other words, gravity says that we expect larger country pairs to trade more, but we expect
countries that are further apart to trade less, perhaps because transport costs between them are higher.
Before moving to the details of gravity modeling using econometric methods, we can use graphical
techniques to examine the basic intuition underlying the model. For all empirical examples in this user
guide, we use a dataset on bilateral trade in services compiled by Francois et al. (2009). Their original
data has been re-aggregated using a program supplied by the authors so that the sectoral definition
follows the one used by the Global Trade Analysis Project (GTAP). We will usually be interested in total
(aggregate) services trade, which is in the sector SER. Readers are free to use the remaining sectors to
extend the examples presented here. To facilitate the replication of examples, this user guide provides
all necessary Stata code, and it can be used jointly with the dataset accompanying it, which also includes
standard gravity model control variables from standard sources such as CEPII, as well as additional
variables explained later in the text.
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A first step in examining the intuition behind the gravity model is to examine the correlations among the
variables. To do that, we first use Stata’s generate command to transform the dataset into logarithms.
We then use the correlate command to produce a correlation matrix, as in Table 1. By adding the if
option, we limit the calculation to the SER sector, i.e. total services trade.
Table 1: Correlation matrix for basic gravity variables

The correlations of interest are contained in the non-diagonal elements of the matrix. We see that trade
and GDP are strongly positively correlated, and that the correlation is approximately the same for
exporter and importer GDP. This finding supports the basic intuition that bigger countries tend to trade
more. By contrast, we find a strong negative correlation between trade and distance: country pairs that
are further apart tend to trade less. Again, this finding is in line with the basic intuition of the gravity
model.
We can use Stata’s twoway command to present the same information graphically. That command
allows us to overlay graphs one on top of the other, and we use it to combine a scatter plot of the
variables of interest with a linear line of best fit, which reflects the correlation between them. Figure 1
shows the result using the combined economic mass of the exporting and importing countries, i.e. the
product of their GDPs, as the explanatory variable. The scatter plot shows a clear positive association
between the two variables, in line with the correlation analysis. Similarly, the line of best fit is strongly
upward sloping. Graphical evidence therefore also supports the basic intuition that larger country pairs
tend to trade more than smaller ones.
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Figure 1: Scatter plot and line of best fit for trade versus combined GDP
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We can also use graphical methods to investigate the association between trade and distance. Figure 2
presents results using the same approach as for Figure 1. In this case, the scatter plot is suggestive of a
negative association. That impression is reinforced by the line of best fit, which is strongly downward
sloping. Graphical evidence again confirms the basic gravity intuition that country pairs that are further
apart tend to trade less.
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Figure 2: Scatter plot and line of best fit for trade versus distance
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2.2 Problems with the Intuitive Gravity Model
The previous section shows that the basic gravity model picks up two important stylized facts of
international trade: bigger countries trade more, and more distant countries trade less. These
regularities are almost uniformly reflected in the early gravity literature, which applies the model to all
regions of the world, covering both developed and developing economies, and various products and
time periods. The model is clearly a useful starting point in applied international trade research.
However, the intuitive gravity model is not free of difficulties once more advanced concepts from the
trade literature are introduced. As one example, consider the impact on trade between countries i and j
of a change in trade costs between countries i and k. An example of such a change might be that
countries i and k enter into a preferential trade agreement that lowers tariffs on their respective goods.
Basic economic theory suggests that such a move may well impact the trade of country j, even though it
is not party to the agreement. The well-known concepts of trade creation and trade diversion are
examples of such effects. However, the intuitive gravity model does not account for this issue at all. As is
clear from equation 1a,

𝜕 log 𝑋𝑖𝑗
𝜕 log 𝑡𝑖𝑘

= 0. Reducing trade costs on one bilateral route therefore does not

affect trade on other routes in the basic model, which is at odds with standard economic theory.
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A second problem with the basic model arises if we consider equal decreases in trade costs across all
routes, including domestic trade (goods that a country sells internally, or 𝑋𝑖𝑖 ). An example could be a fall
in the price of oil, which lowers transport costs everywhere, including within countries. In the basic
model, this move would result in proportional increases in trade across all bilateral routes, including
domestic trade. However, such an outcome sits ill with the observation that despite the change in trade
costs, relative prices have not changed at all. In the absence of a change in relative prices, we would
expect consumptions patterns to remain constant for a given amount of total production (GDP). This is a
second instance in which the basic gravity model makes predictions that are at odds with standard
economic theory.

2.3 Structural Gravity Models
Issues such as those identified in the previous section led some researchers to turn to theory to provide
a basis for a gravity-like model of trade. Clearly, the basic model needs to be altered in some
fundamental dimensions if it is to deal with the issues raised in the previous section. The first example of
such an approach is Anderson (1979). However, the applied literature has only paid serious attention to
theoretically-grounded gravity models since the famous “gravity with gravitas” model of Anderson and
Van Wincoop (2003). In this section, we present the basic intuition behind that model, with the
mathematical details left to the Appendix.
At its most basic, the Anderson and Van Wincoop (2003) gravity model is essentially a demand function.
It owes much of its final form to the constant elasticity of substitution structure chosen for consumer
preferences. Consumers have “love of variety” preferences, which means that their utility increases
both from consuming more of a given product variety, or from consuming a wider range of varieties
without consuming more of any one.
On the production side, the model makes assumptions that are standard following Krugman (1979).
Each firm produces a single, unique product variety under increasing returns to scale. By assuming a
large number of firms, competitive interactions disappear and firms engage in constant markup pricing:
in equilibrium, the difference between price and marginal cost is just enough to cover the fixed cost of
market entry.
A producer in one country can sell goods in any country, either the one where it is located, or an
overseas country. To simplify the model, selling goods locally is assumed to involve no transport costs.
However, selling goods internationally does involve transport costs. Consumers therefore consume
produce varieties from all countries, but the prices of non-domestically produced varieties are adjusted
upwards to take account of the cost of moving goods between countries.
These building blocks make it possible to derive an equilibrium in which firms both produce for the local
market and engage in international trade, and in which consumers consume accordingly. The basic
model provides expressions for the volume of exports by each firm. Aggregating across firms within an
economy then makes it possible to derive an expression for the total value of a country’s exports, which
is the dependent variable in the gravity model.
7

All that is required to produce a gravity-like model from these foundations is to impose some
macroeconomic accounting identities. Essentially, these identities flow from the fact that in a single
sector economy like the one being modeled, where there are no input-output relationship, the sum of
all production must be equal to GDP. Performing the aggregation in an appropriate way makes it
possible to derive the “gravity with gravitas” model:
𝑘
𝑘
(2𝑎) log 𝑋𝑖𝑗
= log 𝑌𝑖𝑘 + log 𝐸𝑗𝑘 − log 𝑌 𝑘 + (1 − 𝜎𝑘 )[log 𝜏𝑖𝑗
− log Π𝑖𝑘 − log 𝑃𝑗𝑘 ]
𝐶

(2𝑏) Π𝑖𝑘

= ∑{
𝑗=1
𝐶

(2𝑐) 𝑃j𝑘

= ∑{
𝑖=1

1−𝜎𝑘

𝑘
𝜏𝑖𝑗

𝑘}

𝑃𝑗

𝑘
𝜏𝑖𝑗

Π𝑖𝑘

1−𝜎𝑘

}

𝐸𝑗𝑘
𝑌𝑘
𝑌𝑖𝑘
𝑌𝑘

where X is exports indexed over countries (i and j) and sectors (k), Y is GDP, E is expenditure (which is
not necessarily the same as GDP on a sectoral basis), 𝑌 𝑘 = ∑𝐶𝑖=1 𝑌𝑖𝑘 (i.e., world GDP), 𝜎𝑘 is the intra𝑘
sectoral elasticity of substitution (between varieties), and 𝜏𝑖𝑗
is trade costs.
The first notable feature of the Anderson and Van Wincoop (2003) model is its inclusion of two
additional variables, Π𝑖𝑘 and 𝑃j𝑘 . The first is called outward multilateral resistance, and it essentially
captures the fact that exports from country i to country j depend on trade costs across all possible
export markets. The second is called inward multilateral resistance, and it likewise captures the
dependence of imports into country i from country j on trade costs across all possible suppliers.
Together, these terms are the key to the model, and they resolve both issues identified as problems
with the intuitive gravity model in the previous section. In particular, it is immediately apparent that
because the multilateral resistance terms involve trade costs across all bilateral routes,

𝜕 log 𝑋𝑖𝑗
𝜕 log 𝑡𝑖𝑘

≠ 0. In

other words, this model picks up the fact that changes in trade cost on one bilateral route can affect
trade flows on all other routes because of relative price effects. Because the intuitive model does not
include these two multilateral resistance variables but they are, by construction, correlated with trade
costs, there is a classic case of omitted variables bias in the intuitive model. Finding a way to correct for
this problem will be the main thrust of the estimation approaches discussed in the remainder of this
user guide.
The second point to note is that the structural gravity model has a number of implications for the way in
which a gravity model should be set up, and the types of data that should be used. In the early gravity
model literature, some authors used dependent variables such as the logarithm of total trade for a
country pair (the sum of exports and imports) or the average of exports in both directions. The
theoretical gravity model suggests that such an approach is likely to produce misleading results. The
model applies to unidirectional export flows, which means that each line in a gravity database should
represent a single flow. Thus, exports from Australia to New Zealand are recorded in one line of the
database, and exports from New Zealand to Australia are recorded in a separate one.
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Another question that has arisen in the literature is whether trade values should be expressed in
nominal or real terms. For the standard cross-sectional gravity model, of course, nothing turns on this
issue: data for a single year will give equivalent results regardless of any uniform scaling factor applied.
In a time series context, however, this question can be important. The answer given by theory is clear:
trade flows should be in nominal, not real, terms. The reason is that exports are effectively deflated by
the two multilateral resistance terms, which are special, but unobserved, price indices. Deflating exports
using different price indices, such as the CPI or the GDP deflator, would not adequately capture the
unobserved multilateral resistance terms, and could produce misleading results.
A similar analysis applies to the GDP data used in the model: they too should be in nominal, not real,
terms. The reason is again that they are effectively deflated by the multilateral resistance terms, which
are unobserved price indices. Deflating by some other factor, such as a readily observable price index, is
likely to be misleading. In addition, the sectoral version of the gravity model makes clear that ideally we
would like to include data on sectoral expenditure and output rather than GDP as such. However, this is
usually impossible in an empirical context—particularly when developing countries are included in the
sample—so GDP is used as an acceptable proxy. Finally, the model makes clear that it is aggregate GDP,
not per capita GDP, which should be used. Expedients sometimes encountered in the older gravity
literature, such as using population and per capita GDP as separate regressors, should therefore be
avoided.
A final issue that has arisen more recently in the literature is the inclusion of intra-national trade flows,
i.e. goods that are both produced and consumed domestically. Data on this element can be hard to
come by in gross shipments terms, which is the same accounting basis used for international trade data.
The usual expedient is to proxy intra-national trade by subtracting exports from domestic production.
The mathematical derivation of the Anderson and Van Wincoop (2003) model includes this term, but
much empirical work ignores it. Piermartini and Yotov (2016) have recently shown that inclusion of
intra-national trade flows makes it possible to simulate the effects of non-discriminatory trade policies:
because they only apply to inter- and not intra-national movements of goods, there is variation in the
data that can be exploited to obtain parameter estimates. Non-discriminatory policies include many that
are of particular importance to applied researchers, such as trade facilitation, or existing estimates of
barriers to trade in services.
The last part of the model that needs to be specified for estimation purposes is the trade costs function
𝑘
𝜏𝑖𝑗
. The literature typically specifies this function in terms of observable variables that are believed to
influence trade costs, using a simple log-linear specification. In the examples in this user guide, we
generally specify the trade costs function as follows:
𝑘
(3) log 𝜏𝑖𝑗
= 𝑏1 log 𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒𝑖𝑗 + 𝑏2 𝑐𝑜𝑛𝑡𝑖𝑔 + 𝑏3 𝑐𝑜𝑚𝑙𝑎𝑛𝑔_𝑜𝑓𝑓 + 𝑏4 𝑐𝑜𝑙𝑜𝑛𝑦 + 𝑏5 𝑐𝑜𝑚𝑐𝑜𝑙

Distance is the geographical distance between countries i and j, contig is a dummy variable equal to
unity for countries that share a common land border, comlang_off is a dummy variable equal to unity
for country pairs that share a common official language, colony is a dummy variable equal to unity if
countries i and j were once in a colonial relationship, and comcol is a dummy variable equal to unity for
9

country pairs that were colonized by the same power. This formulation is typical of the gravity model
literature, in which each of these factors has been found to be a significant determinant of bilateral
trade. However, this specification is by no means exhaustive. We use it as a baseline for the examples in
this user guide, but researchers will generally need to augment it in applied work to include other
variables, especially trade-related policies.
One point that needs to be emphasized in relation to the trade costs function is that it is impossible to
separate the elasticity of substitution 𝜎𝑘 from the trade cost elasticities (the b terms) when estimating
the model. The two are always multiplied together. This fact has important implications for the way in
which gravity models with multiple sectors are estimated, which we discuss in the next section. More
broadly, it suggests that we should be wary of interpreting differences in estimated coefficients across
sectors as evidence of different levels of sensitivity to particular trade cost factors: we might simply be
observing differences in the elasticities of substitution. In order to obtain pure trade cost elasticities, we
would need to interact the trade cost variables with estimates of the substitution elasticities, either
using a general assumption, or model-based estimates such as those in Broda and Weinstein (2006).
However, this path is generally not followed in applied work using the gravity model.
Although we have focused here on the Anderson and Van Wincoop (2003) gravity model, the literature
provides a variety of other theoretically-grounded models. For example, Chaney (2008) and Helpman et
al. (2008) develop gravity-like equations based on underlying models of trade in which firms are
heterogeneous in productivity. Eaton and Kortum (2002) set out a sophisticated Ricardian model that
also has heterogeneity in productivity; the equation for bilateral trade takes a gravity-like form.
Although there are of course important differences among the exact forms of gravity produced by these
models, they all retain some fundamental similarities with the basic model set out at the beginning of
this section. Applied researchers are therefore free to choose from among a number of theoretical
gravity models when developing an estimating model for particular purposes. In the current literature,
however, it is increasingly important that a model be as theoretically grounded as possible. It is
becoming more and more difficult to justify atheoretical gravity models, based on ad hoc specifications.
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Appendix 2.1: Derivation of the Anderson and Van Wincoop (2003) Gravity
Model

Consumption Side
Consider a world of C countries indexed by i. We assume from the start that countries can trade with
each other, and thus that consumers in one country can potentially purchase varieties from any other
country. For the moment, trade is costless. Consumers are identical in each country, and maximize CES
utility across a continuum of varieties (index v) in K sectors (indexed by k) with the following form:
𝐾

1
1
1−
𝜎𝑘

1
1−
𝜎𝑘 𝑑𝑣 }

(4) 𝑈𝑖 = ∑ { ∫ [𝑥𝑖𝑘 (𝑣)]
𝑘=1

𝑣∈𝑉𝑖𝑘

The set Vi defines the range of varieties that is consumed in country i. As usual, we use 𝑥𝑖𝑘 (𝑣) to indicate
the quantity of variety v from sector k consumed in country i, and 𝑝𝑖𝑘 (𝑣) to indicate its unit price. We
use function notation because of the continuum of varieties. In the version of the model with a discrete
number of varieties, v becomes a subscript, and the integrals are replaced with sums.
The utility function is simply the sum of the sectoral sub-utilities, each of which is weighted equally. That
restriction can easily be relaxed by aggregating the sectoral sub-utilities via a Cobb-Douglas utility
function, and allowing for different weights. So long as the shares are exogenous to the model,
however, the basic results stay the same. See Chaney (2008) for an example of what the alternative
expressions look like. Anderson and Van Wincoop (2003) and Helpman et al. (2008) consider, in effect, a
single sector so as to avoid cluttering up the algebra with additional indices. But nothing turns on this,
and in the present case it is useful to retain some sectoral disaggregation so that we can examine a
couple of important data implications that flow from the model in a multi-sector context.
The budget constraint in country i is:
𝐾

𝐾

(5) 𝐸𝑖 = ∑ { ∫
𝑘=1

𝑝𝑖𝑘 (𝑣)𝑥𝑖𝑘 (𝑣)𝑑𝑣 }

≡ ∑ 𝐸𝑖𝑘
𝑘=1

𝑣∈𝑉𝑖𝑘

where 𝐸𝑖 is total expenditure in that country, and 𝐸𝑖𝑘 is country i’s total expenditure in sector k.
The consumer’s problem is to choose 𝑥𝑖𝑘 (𝑣) for all v so as to maximize (4) subject to (5). The Lagrangian
is:
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𝐾

(6) ℒ = ∑ { ∫
𝑘=1

1
1
1−
𝜎𝑘

1
1−
[𝑥𝑖𝑘 (𝑣)] 𝜎𝑘 𝑑𝑣 }

𝐾

− 𝜆 ∑ { ∫ 𝑝𝑖𝑘 (𝑣)𝑥𝑖𝑘 (𝑣)𝑑𝑣 }
𝑘=1

𝑣∈𝑉𝑖𝑘

𝑣∈𝑉𝑖𝑘

Taking the first order condition with respect to quantity and setting it equal to zero gives:
1

(7)

𝜕ℒ
1
{ ∫
𝑘 (𝑣) =
1
𝜕𝑥𝑖
1 − 𝜎 𝑣∈𝑉 𝑘
𝑖
𝑘
1
𝜎𝑘

1−

Define 𝑋 𝑘 = {∫𝑣∈𝑉 𝑘[𝑥𝑖𝑘 (𝑣)]
𝑖

𝑑𝑣}

1−

1
1−
[𝑥𝑖𝑘 (𝑣)] 𝜎𝑘 𝑑𝑣}

1
1
1−
𝜎𝑘

(8)

1 −1
𝜎𝑘

(1 −

1
1
−
) [𝑥𝑖𝑘 (𝑣)] 𝜎𝑘 − 𝜆𝑝𝑖𝑘 (𝑣) = 0
𝜎𝑘

, regroup terms, and rearrange to get:
[𝑥𝑖𝑘 (𝑣)]

1
−
𝜎𝑘

𝑋
1
𝑘 (𝑣)]1−𝜎𝑘
𝑑𝑣
∫𝑣∈𝑉 𝑘[𝑥𝑖
𝑖

𝑘

= 𝜆𝑝𝑖𝑘 (𝑣)

Now rearrange again, multiply through by prices, aggregate over all varieties in a given sector, and then
solve for the Lagrangian multiplier:
−𝜎𝑘
1−𝜎𝑘

(9) 𝑝𝑖𝑘 (𝑣)𝑥𝑖𝑘 (𝑣) = 𝜆−𝜎𝑘 [𝑝𝑖𝑘 (𝑣)]

𝜎𝑘

(𝑋 𝑘 )

1
1−
[𝑥𝑖𝑘 (𝑣)] 𝜎𝑘 𝑑𝑣 }

{ ∫
𝑣∈𝑉𝑖𝑘

(10) ∫ 𝑝𝑖𝑘 (𝑣)𝑥𝑖𝑘 (𝑣)𝑑𝑣 ≡ 𝐸𝑖𝑘
𝑣∈𝑉𝑖𝑘

−𝜎𝑘
1−𝜎𝑘

= 𝜆−𝜎𝑘 [𝑝𝑖𝑘 (𝑣)]

𝜎𝑘

(𝑋 𝑘 )

{ ∫

1
1−
[𝑥𝑖𝑘 (𝑣)] 𝜎𝑘 𝑑𝑣 }

𝑣∈𝑉𝑖𝑘

(11) 𝜆 = {

𝑋𝑘

}

𝐸𝑖𝑘

𝑑𝑣

𝑣∈𝑉𝑖𝑘

1
1−𝜎𝑘
𝜎𝑘
𝑘
𝑑𝑣
∫𝑣∈𝑉 𝑘[𝑝𝑖 (𝑣)]
𝑖

1−𝜎𝑘

∫ [𝑝𝑖𝑘 (𝑣)]

1
1−
𝜎𝑘 𝑑𝑣

∫𝑣∈𝑉 𝑘[𝑥𝑖𝑘 (𝑣)]
𝑖

To get the direct demand function, substitute this expression for the Lagrangian multiplier back into the
first order condition (8):

(12)

1
−
[𝑥𝑖𝑘 (𝑣)] 𝜎𝑘

1
1−
∫𝑣∈𝑉𝑘 [𝑥𝑖𝑘 (𝑣)] 𝜎𝑘 𝑑𝑣
𝑖

𝑋𝑘 = {

1−𝜎𝑘
𝑘
𝑑𝑣
∫𝑣∈𝑉𝑘 [𝑝𝑖 (𝑣)]
𝑖
𝑘
𝐸𝑖

1
𝜎𝑘

}

𝑋𝑘

1
1−
∫𝑣∈𝑉𝑘 [𝑥𝑖𝑘 (𝑣)] 𝜎𝑘 𝑑𝑣
𝑖
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𝑝𝑖𝑘 (𝑣)

−𝜎𝑘

(13) ∴

𝑥𝑖𝑘 (𝑣)

=

[𝑝𝑖𝑘 (𝑣)]

1−𝜎𝑘

∫𝑣∈𝑉 𝑘[𝑝𝑖𝑘 (𝑣)]
𝑖

𝑑𝑣

𝐸𝑖𝑘

𝑝𝑖𝑘 (𝑣)
≡{ 𝑘 }
𝑃𝑖

−𝜎𝑘

𝐸𝑖𝑘
𝑃𝑖𝑘

1

where

𝑃𝑖𝑘

=

1−𝜎𝑘
1−𝜎
𝑑𝑣 } 𝑘
{∫𝑣∈𝑉 𝑘[𝑝𝑖𝑘 (𝑣)]
𝑖

is the ideal CES price index for sector k in country i.

Production Side
The producer’s problem in this model is to maximize profit. Assuming a continuum of firms, i.e. an
uncountably large number of them, makes this problem much easier to solve. It turns out that strategic
interactions disappear, and firms charge a constant markup. In terms of the overall model, this section
gives us an equilibrium pricing equation which, with the equilibrium demand equation derived in the
previous section, is just about all we need to generate gravity.
Each country i has a measure 𝑁𝑖𝑘 of active firms in sector k. Each firm makes a unique product, so the
total worldwide measure of products in each sector is ∑𝐶𝑖=1 𝑁𝑖𝑘 . To product one unit of its product, a firm
must pay a fixed cost 𝑓𝑖𝑘 and a variable cost 𝑎𝑖𝑘 . With the wage rate equal to w, a typical firm’s profit
function is therefore:
(14) 𝜋𝑖𝑘 (𝑣) = 𝑝𝑖𝑘 (𝑣)𝑥𝑖𝑘 (𝑣) − 𝑤𝑎𝑖𝑘 𝑥𝑖𝑘 (𝑣) − 𝑤𝑓𝑖𝑘
With a continuum of varieties, it does not matter at this point whether we assume Bertrand (price) or
Cournot (quantity) competition. If the firms play Bertrand, the first order condition is:
(15)

𝑘
(𝑣)
𝜕𝜋𝑖𝑘 (𝑣)
𝜕𝑥𝑖𝑘 (𝑣)
𝑘
𝑘
𝑘 𝜕𝑥𝑖
(𝑣)
(𝑣)
=
𝑥
+
𝑝
−
𝑤𝑎
𝑖
𝑖
𝑖
𝑘 (𝑣)
𝑘 (𝑣)
𝑘 (𝑣) = 0
𝜕𝑝𝑖
𝜕𝑝𝑖
𝜕𝑝𝑖

Solving for prices gives:
(16) 𝑝𝑖𝑘 (𝑣) = 𝑤𝑎𝑖𝑘 −

𝑥𝑖𝑘 (𝑣)
𝜕𝑥𝑖𝑘 (𝑣)
𝜕𝑝𝑖𝑘 (𝑣)

To do something with that expression, we need to know more about the partial

𝜕𝑥𝑖𝑘 (𝑣)

. In fact, it can be

𝜕𝑝𝑖𝑘 (𝑣)

directly evaluated using the demand function (13) and noting that due to the large group assumption (a
continuum of firms)

𝜕𝑃𝑖𝑘

𝜕𝑝𝑖𝑘 (𝑣)

= 0. In other words, a small change in one firm’s price does not affect the

overall level of prices in the sector because so many firms are competing. In light of this, we can write:
−𝜎𝑘

(17)

𝜕𝑥𝑖𝑘 (𝑣)
−𝜎 −1 1
𝑘
(𝑣)] 𝑘 { 𝑘 }
𝑘 (𝑣) = −𝜎𝑘 [𝑝𝑖
𝜕𝑝𝑖
𝑃𝑖
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𝐸𝑖𝑘
𝜎𝑘 𝑥𝑖𝑘 (𝑣)
=
−
𝑃𝑖𝑘
𝑝𝑖𝑘 (𝑣)

The first order condition for profit maximization can therefore be rewritten as:
(18) 𝑝𝑖𝑘 (𝑣) = 𝑤𝑎𝑖𝑘 + 𝑥𝑖𝑘 (𝑣)

𝑝𝑖𝑘 (𝑣)
𝜎𝑘 𝑥𝑖𝑘 (𝑣)

then rearranged and solved for prices to give:
(19) 𝑝𝑖𝑘 (𝑣) −

1 𝑘
1
𝑝𝑖 (𝑣) ≡ 𝑝𝑖𝑘 (𝑣) (1 − ) = 𝑤𝑎𝑖𝑘
𝜎𝑘
𝜎𝑘

𝜎𝑘
(20) ∴ 𝑝𝑖𝑘 (𝑣) = (
) 𝑤𝑎𝑖𝑘
𝜎𝑘 − 1
The second term on the right hand side in equation (20) is simply the firm’s marginal cost of production.
The term in brackets is a constant (within sector) markup: since the numerator must be greater than the
denominator, there is a positive wedge between the firm’s factory gate (“mill”) price and its marginal
cost. Since the wedge only depends on the sectoral elasticity of substitution, it is constant across all
firms in the sector.

Trade Costs
Thus far, we have not considered the conditions under which international trade takes place. At the
moment, the model simply consists of a set of demand functions and pricing conditions for all countries
and sectors. As it is, the model describes trade in a frictionless world, in which goods produced in
country i can be shipped to country j at no charge. Arbitrage ensures, therefore, identical prices in both
countries.
To introduce trade frictions, we can use the common “iceberg” formulation. When a firm ships goods
𝑘
from country i to country j, it must send 𝜏𝑖𝑗
≥ 1 units in order for a single unit to arrive. The difference
can be thought of as “melting” (like an iceberg) en route to the destination. Equivalently, the marginal
cost of producing in country i a unit of a good subsequently consumed in the same country i is 𝑎𝑖𝑘 , but if
𝑘
the same product is consumed in country j then the marginal cost is instead 𝜏𝑖𝑗
𝑤𝑎𝑖𝑘 . Using this
𝑘
𝑘
definition, costless trade corresponds to 𝜏𝑖𝑗
= 1, and 𝜏𝑖𝑗
corresponds to one plus the ad valorem tariff

rate. Since the size of the trade friction associated with a given iceberg coefficient does not depend on
the quantity of goods shipped, we can treat iceberg costs as being variable (not fixed) in nature.
Taking any two countries i and j, the presence of iceberg trade costs means that the price in country j of
goods produced in country i is (from equation (20) above):
𝜎𝑘
𝑘 𝑘
(21) 𝑝𝑗𝑘 (𝑣) = (
) 𝜏 𝑘 𝑤𝑎𝑘 = 𝜏𝑖𝑗
𝑝𝑖 (𝑣)
𝜎𝑘 − 1 𝑖𝑗 𝑖
This result allows us to rewrite the country price index in a more useful (and general) form:
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1
1−𝜎𝑘
1−𝜎𝑘

𝑘 𝑘
(22) 𝑃𝑗𝑘 = { ∫ [𝜏𝑖𝑗
𝑝𝑖 (𝑣)]

𝑑𝑣 }

𝑣∈𝑉𝑗𝑘

Note that this index includes varieties that are produced and consumed in the same country: all the 𝜏𝑖𝑖𝑘
terms are simply set to unity, so as to reflect the absence of internal trade barriers.

Model Closure: Gravity with Gravitas
These are all the ingredients required to put together a gravity model with gravitas. The trick is in
combining them in the right way.
𝑘
The gravity model is usually concerned with the value of bilateral trade (𝑥𝑖𝑗
), i.e. exports from country i

to country j of a particular product variety. Combining the price equation (##) with the demand function
(##) gives:
𝑘
(23) 𝑥𝑖𝑗
(𝑣)

=

𝑘
(𝑣)𝑥𝑗𝑘 (𝑣)
𝑝𝑖𝑗

=

−𝜎𝑘
𝑘 𝑘
𝜏𝑖𝑗
𝑝𝑖 (𝑣)
𝑘 𝑘
𝜏𝑖𝑗 𝑝𝑖 (𝑣) {
}
𝑃𝑖𝑘

1−𝜎𝑘

𝑘 𝑘
𝜏𝑖𝑗
𝑝𝑖 (𝑣)
≡
{
}
𝑃𝑖𝑘
𝑃𝑖𝑘

𝐸𝑖𝑘

𝐸𝑖𝑘

The above expression gives us bilateral exports of a single product variety. To derive something that
looks more obviously like a gravity equation, we need to aggregate this expression to give total sectoral
𝑘
exports from i to j, i.e.𝑋𝑖𝑗
. From the production side of the model, it is clear that all firms in a given
country-sector are symmetrical in terms of marginal cost, sales, price, etc. Using the measure 𝑁𝑖 of firms
active in country i, we can therefore write total sectoral exports very simply:
1−𝜎𝑘

𝑘
(24) 𝑋𝑖𝑗

𝑘 𝑘
𝜏𝑖𝑗
𝑝𝑖 (𝑣)
= 𝑁𝑖 {
}
𝑃𝑗𝑘

𝐸𝑗𝑘

Now comes the important part: introducing a general equilibrium accounting identity. It must be
the case that sectoral income in country i, 𝑌𝑖𝑘 , is the income earned from total worldwide sales of
all locally made varieties in that sector. Thus:
𝐶

(25) 𝑌𝑖𝑘
1−𝜎𝑘

Solving for 𝑁𝑖 [𝑝𝑖𝑘 (𝑣)]

=

𝑘
∑ 𝑋𝑖𝑗
𝑗=1

1−𝜎𝑘
= 𝑁𝑖 [𝑝𝑖𝑘 (𝑣)]

𝐶

∑{
𝑗=1

gives:
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𝑘
𝜏𝑖𝑗

𝑃𝑗𝑘

1−𝜎𝑘

}

𝐸𝑗𝑘

1−𝜎𝑘

(26) 𝑁𝑖 [𝑝𝑖𝑘 (𝑣)]

𝑌𝑖𝑘

=

𝑘 1−𝜎𝑘
𝜏𝑖𝑗
𝐶
∑𝑗=1 { 𝑘 }
𝐸𝑗𝑘
𝑃𝑗

Next, substitute that expression back into the sectoral exports equation (24):
𝑘
(27) 𝑋𝑖𝑗

𝜏𝑘

=

𝑌𝑖𝑘 𝐸𝑗𝑘

1−𝜎𝑘

For convenience, define Π𝑖𝑘 = ∑𝐶𝑗=1 { 𝑖𝑗𝑘 }
𝑃𝑗

{

1−𝜎𝑘

𝜏𝑘
∑𝐶𝑗=1 { 𝑖𝑗𝑘 }
𝑃𝑗
𝐸𝑗𝑘
𝑌𝑘

𝐸𝑗𝑘

𝑘
𝜏𝑖𝑗

𝑃𝑗𝑘

1−𝜎𝑘

}

where 𝑌 𝑘 is total world output in sector k. Dividing the

above expression through by 𝑌 𝑘 and substituting Π𝑖𝑘 gives the Anderson and Van Wincoop (2003)
gravity model:
𝑘
(28) 𝑋𝑖𝑗

=

𝑌𝑖𝑘 𝐸𝑗𝑘
𝑌𝑘

{

𝑘
𝜏𝑖𝑗

Π𝑖𝑘 𝑃𝑗𝑘

1−𝜎𝑘

}

or in the more common log-linearized form:
𝑘
𝑘
(29) log 𝑋𝑖𝑗
= log 𝑌𝑖𝑘 + log 𝐸𝑗𝑘 − log 𝑌 𝑘 + (1 − 𝜎𝑘 )[log 𝜏𝑖𝑗
− log Π𝑖𝑘 − log 𝑃𝑗𝑘 ]
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3 Estimating the Gravity Model
This section addresses some of the basic econometric issues that arise when estimating gravity models
in practice. It first uses the intuitive gravity model presented in Section 1, and discusses estimation via
ordinary least squares and interpretation of results. The next part addresses estimation issues that arise
in the context of the structural gravity model, focusing on the Anderson and Van Wincoop (2003) model
discussed in the previous section. The crucial difference between the two approaches is the way in
which econometric techniques can be used to account for multilateral resistance, even though the price
indices included in the theoretical model are not observable. We discuss two sets of techniques that
have been applied in the literature: fixed effects estimation, and the use of a Taylor-series
approximation of the multilateral resistance terms. Finally, we address an important issue in the use of
gravity models for applied trade policy research, namely possible endogeneity of some explanatory
variables.

3.1 Estimating the Intuitive Gravity Model
3.1.1

Ordinary Least Squares: Estimation and Testing

At its most basic, the intuitive gravity model takes the following log-linearized form:
(30𝑎) log 𝑋𝑖𝑗 = 𝑏0 + 𝑏1 log 𝐺𝐷𝑃𝑖 + 𝑏2 log 𝐺𝐷𝑃𝑗 + 𝑏3 log 𝜏𝑖𝑗 + 𝑒𝑖𝑗
(30𝑏) log 𝜏𝑖𝑗 = log 𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒𝑖𝑗
where 𝑒𝑖𝑗 has been added as a random disturbance term (error). As an econometric problem, the
objective is to obtain estimates of the unknown b parameters. The logical place to start is with ordinary
least squares (OLS), which is the econometric equivalent of the lines of best fit used to show the
connection between trade and GDP or trade and distance in Section 2. As the name suggests, OLS
minimizes the sum of squared errors e. Under certain assumptions as to the error term 𝑒𝑖𝑗 , OLS gives
parameter estimates that are not only intuitively appealing but have useful statistical properties that
enable us to conduct hypothesis tests and draw inferences.
Under what conditions will OLS estimates of the gravity model be statistically useful? Basic econometric
theory lays down three necessary and sufficient conditions:
1. The errors 𝑒𝑖𝑗 must have mean zero and be uncorrelated with each of the explanatory variables
(the orthogonality assumption).
2. The errors 𝑒𝑖𝑗 must be independently drawn from a normal distribution with a given (fixed)
variance (the homoskedasticity assumption).
3. None of the explanatory variables is a linear combination of other explanatory variables (the full
rank assumption).
If all three properties hold, then OLS estimates are consistent, unbiased, and efficient within the class of
linear models. By consistent, we mean that the OLS coefficient estimates converge to the population
values as the sample size increases. By unbiased, we mean that the OLS coefficient estimates are not
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systematically different from the population values even though they are based on a sample rather than
the full population. By efficient, we mean that there is no other linear, unbiased estimator that produces
smaller standard errors for the estimated coefficients.
Once we have OLS coefficient estimates that satisfy assumptions one through three, we can use them to
test hypotheses using the data and model. To test a hypothesis that involves a single parameter only—
for example that the distance elasticity is -1—we use the t-statistic. To test a compound hypothesis that
involves more than one variable—for example that both GDP coefficients are equal to unity—we use the
F-statistic. The details of such tests and their statistical properties are fully set out in standard
econometric texts. We focus in the next section on their implementation in Stata, and interpretation.
3.1.2

Estimating the Intuitive Gravity Model in Stata

OLS is implemented in Stata in the regress command. It takes the following format:
regress dependent_variable independent_variable1 independent_variable2 ... [if ...], [options]
The if statement can be used to limit the estimation sample to a particular set of observations. If no if
command is specified, then the entire sample is used for estimation. Stata automatically handles issues
such as missing observations of either the dependent or independent variables—they are dropped from
the sample—so there is no need to drop those observations from the dataset prior to estimation.
Among the various options that can be specified with the regress command, two are of particular
interest in the gravity context. Indeed, they are so widely used in applied work that researchers should
not usually present results that do not include these two estimation options. The first is robust, which
produces standard errors that are robust to arbitrary patterns of heteroskedasticity in the data. The
robust option is therefore a simple and effective way of fixing violations of the second OLS assumption.
The second option that is commonly used by gravity modelers is cluster(variable), which allows for
correlation of the error terms within groups defined by variable. Failure to account for clustering in data
with multiple levels of aggregation can result in greatly understated standard errors (e.g., Moulton,
1990). For example, errors are likely to be correlated by country pair in the gravity model context, so it is
important to allow for clustering by country pair. To do this, it is necessary to specify a clustering
variable that separately identifies each country pair independently of the direction of trade. An example
is distance, which is unique to each country pair but is identical for both directions of trade. A common
option specification is therefore cluster(distance).
Table 2 presents results for OLS estimation of an intuitive gravity model using the services data. The if
command is used to limit the estimation sample to total services trade (aggregating across all sectors).
In addition to distance, we include a number of other trade cost observables as control variables.
Specifically, we include a dummy variable equal to unity for countries that share a common land border
(contig), another dummy equal to unity for those countries that share a common official language
(comlang_off), a dummy equal to unity for those country pairs that were ever in a colonial relationship,
and finally a dummy equal to unity for those countries that were colonized by the same power. There is
evidence from the gravity model literature that each of these factors can sometimes exert a significant
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impact on trade flows, presumably because they increase or decrease the costs of moving goods
internationally.
A number of interesting features are apparent from these first estimates. The first is that the model fits
the data relatively well: its R2 is 0.54, which means that the explanatory variables account for over 50%
of the observed variation in trade in the data. This figure will increase as we add more variables to the
model, and in particular once we apply panel data techniques in the next section. A second indication
that the model is performing relatively well is that the model F-test is highly statistically significant: it
rejects the hypothesis that all coefficients are jointly zero at the 1% level.
Table 2: OLS estimates of the intuitive gravity model using Stata

To interpret the model results further, we need to look more closely at the estimated coefficients and
their corresponding t-tests. Taking the GDP terms first, we see that importer and exporter GDP are both
positively associated with trade, as we would expect: a 1% increase in exporter or importer GDP tends
to increase services trade by about 0.6%, and this effect is statistically significant at the 1% level
(indicated by a p-value in the fifth column of less than 0.01). The coefficient on distance, on the other
hand, is negative and 1% statistically significant: a 1% increase in distance tends to reduce trade by
about 0.7%. This effect is weaker than in goods trade, where the estimated elasticity tends to be around
-1. This finding is perhaps in line with the fact that cross-border services trade does not directly engage
transport costs, which tends to reduce the impact of geographical distance as a source of trade costs.
However, the fact that distance significantly affects trade in services suggests that the world is still far
from “flat” in the sense that services do not move costlessly across borders.
Of the remaining geographical and historical variables, all except the common colonizer dummy have
the expected positively signed coefficient and are statistically significant at the 5% level or better.
Quantifying the effect of each of these types of link on trade is straightforward. For geographical
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contiguity, for example, we find that countries that share a common border trade 49% more than those
that do not (exp[0.4] – 1 = 1.49). Dummy variables can therefore be given a quantitative interpretation
in much the same way as continuous variables, although the calculation is different in each case.
By interpreting the coefficient t-statistics, we have already used the model to test a number of simple
hypotheses. We can also use it to conduct tests of compound hypotheses. For example, GDP coefficients
in the goods trade literature are frequently found to be close to unity—and some theories suggest they
should be exactly unity—so we can test whether that is in fact the case in our services data. Table 3
contains results. It shows that the null hypothesis of equality is strongly rejected by the data: the p-value
of the F-statistic is less than 0.01, which means that we can reject the hypothesis at the 1% level.
Table 3: A test of the hypothesis that both GDP coefficients are equal to unity

Using the same approach, we can test the compound hypothesis that historical and cultural links do not
matter for trade in services, i.e. that the coefficients on all such variables are jointly equal to zero. Table
4 presents results. Again, the null hypothesis is strongly rejected: the p-value associated with the F-test
is less than 0.01, which means we can reject the null hypothesis at the 1% level. Based on these results,
we conclude that historical and cultural links are important determinants of trade in services.
Table 4: A test of the hypothesis that all historical and cultural coefficients are equal to zero

As a final example of how to estimate the intuitive gravity model, we can augment the basic formulation
to include policy variables. The OECD’s ETCR indicators are commonly used as measures of the
restrictiveness of services sector policies, which cannot be easily quantified in the way that tariffs can be
for goods. The OECD dataset only covers 30 countries in our dataset, which greatly reduces the
estimation sample. Nonetheless, including measures of exporter and importer policies allows us to get a
first idea of the extent to which policy restrictiveness matters as a determinant of the pattern of services
trade.
Results for the augmented gravity model are in Table 5. The two variables of primary interest—the
exporter and importer ETCR scores—both have negative and 1% statistically significant coefficients of
very similar magnitude. In both cases, a one point increase in a country’s ETCR score—which equates to
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a more restrictive regulatory environment, as measured on a scale of zero to six—is associated with a
36% or 37% decrease in trade. Based on these results, we would conclude that policy in exporting and
importing countries has the potential to greatly affect the observed pattern of services trade around the
world.
In terms of the control variables, results are qualitatively similar to those for the baseline model,
although there are some differences in the magnitudes of some coefficients. The only notable
differences are for the contiguity dummy, which has an unexpected negative and 5% significant
coefficient, and the colony dummy, which has a positive sign, as expected, but is statistically
insignificant. It is important to note that the common colonizer dummy has been dropped automatically
by Stata because of a lack of within-sample variation for this reduced estimation sample: for the
countries for which all data are available, the common colonizer dummy is always equal to zero, which
means that it cannot be identified separately from the constant term and must be dropped from the
regression.
Table 5: OLS estimates of an augmented gravity model

3.2 Estimating the Structural Gravity Model
Recall from above that the theory-consistent gravity model due to Anderson and Van Wincoop (2003)
can be written as follows, omitting the sectoral superscripts k to focus on the case of aggregate trade:
(31𝑎) log 𝑋𝑖𝑗 = log 𝑌𝑖 + log 𝑌𝑗 − log 𝑌 + (1 − 𝜎)[log 𝜏𝑖𝑗 − log Π𝑖 − log 𝑃𝑗 ]
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𝐶

(31𝑏) Π𝑖 = ∑ {
𝑗=1
𝐶

(31𝑐) 𝑃j = ∑ {

𝜏𝑖𝑗
𝑃𝑗
𝜏𝑖𝑗

1−𝜎

}
1−𝜎

}
Π𝑖𝑘
𝑖=1

𝑌𝑗
𝑌
𝑌𝑖
𝑌

𝑘
(31𝑑) log 𝜏𝑖𝑗
= 𝑏1 log 𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒𝑖𝑗 + 𝑏2 𝑐𝑜𝑛𝑡𝑖𝑔 + 𝑏3 𝑐𝑜𝑚𝑙𝑎𝑛𝑔_𝑜𝑓𝑓 + 𝑏4 𝑐𝑜𝑙𝑜𝑛𝑦 + 𝑏5 𝑐𝑜𝑚𝑐𝑜𝑙

As noted above, this model has significant implications for the estimation technique adopted because it
includes variables—the multilateral resistance terms—that are omitted from the intuitive model.
Moreover, these variables are unobservable, because they do not correspond to any price indices
collected by national statistical agencies. We therefore need an estimation approach that allows us to
account for the effects of inward and outward multilateral resistance, even though these factors cannot
be directly included in the model as data points. This section examines two strategies for doing so: fixed
effects estimation; and an approximation technique due to Baier and Bergstrand (2009).
3.2.1

Fixed Effects Estimation

One approach to consistently estimating the theoretical gravity model is to use the panel data technique
of fixed effects estimation. Grouping terms together for exporters and importers allows us to rewrite
the gravity model from equation 31 as follows:2
(32𝑎) log 𝑋𝑖𝑗 = 𝐶 + 𝐹𝑖 + 𝐹𝑗 + (1 − 𝜎)[log 𝜏𝑖𝑗 ]
(32𝑏) 𝐶 = − log 𝑌
(32𝑐) 𝐹𝑖 = log 𝑌𝑖 − log Π𝑖
(32𝑑) 𝐹𝑗 = log 𝑌𝑗 − log 𝑃𝑗
(32𝑒) log 𝜏𝑖𝑗 = 𝑏1 log 𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒𝑖𝑗 + 𝑏2 𝑐𝑜𝑛𝑡𝑖𝑔𝑖𝑗 + 𝑏3 𝑐𝑜𝑚𝑙𝑎𝑛𝑔_𝑜𝑓𝑓𝑖𝑗 + 𝑏4 𝑐𝑜𝑙𝑜𝑛𝑦𝑖𝑗 + 𝑏5 𝑐𝑜𝑚𝑐𝑜𝑙𝑖𝑗
The first term, C, is simply a regression constant. In terms of the theory, it is equal to world GDP, but for
estimation purposes it can simply be captured as a coefficient multiplied by a constant term, since it is
constant across all exporters and importers. The next term, 𝐹𝑖 , is shorthand for a full set of exporter
fixed effects. By fixed effects, we mean dummy variables equal to unity each time a particular exporter
appears in the dataset. There is therefore one dummy variable for Australia as an exporter, another for
Austria, another for Belgium, etc. We take the same approach on the importer side, specifying a full set
of importer fixed effects 𝐹𝑗 . In terms of the panel data literature, this approach can be seen as
accounting for all sources of unobserved heterogeneity that are constant for a given exporter across all

2

In fact, the exporter and importer fixed effects model provides consistent estimates for any gravity model in
which terms can be grouped together in this way. This class of models covers much of the field in applied
international trade, including the Ricardian model of Eaton and Kortum (2002) and the heterogeneous firms model
of Chaney (2008).
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importers, and constant for a given importer across all exporters. Theory provides a sound motivation
for such an approach, as the GDP and multilateral resistance terms satisfy these criteria.
Estimation of fixed effects models is straightforward. Since the fixed effects are simply dummy variables
for each importer and exporter, all that is necessary is it to create the dummies and then add them as
explanatory variables to the model. Assuming its three key assumptions are satisfied, OLS remains a
consistent, unbiased, and efficient estimator in this case. However, the introduction of fixed effects does
introduce a major restriction on the model due to the third assumption: variables that vary only in the
same dimension as the fixed effects cannot be included in the model, because they would be perfectly
collinear with the fixed effects. For example, if we use fixed effects by importer, it is impossible to
separately identify the impact of a variable like the importer’s ETCR score, which is constant across all
exporters for a given importer; it is subsumed into the fixed effects. It is only possible, therefore, to
identify the effect of variables that vary bilaterally in fixed effects gravity models. This restriction is
relaxed if the dataset includes intra-national trade: Piermartini and Yotov (2016) show that inclusion of a
term the multiplies the importer variable (like the ETCR score) by a dummy variable equal to one for
international trade observations, results in a variable that is bilateral by construction, and which can
thus be separately identified in a panel data context.
Three approaches are available in Stata for the estimation of gravity models with fixed effects by
importer and by exporter. In both cases, it is first necessary to create variables that list exporters and
importers according to numerical codes, rather than by letters as is common in gravity datasets. To do
this, we use the egen command with the group option. The second stage of the process can be achieved
either by applying the i.variable operator to automatically create dummies during the estimation
process, or by using the tabulate command with the generate option to directly create dummies which
must then be included manually in the estimation command.
Tables 6 and 7 present results from OLS estimation of a gravity model with exporter and importer fixed
effects using these two approaches. For brevity, Stata’s output is cut off after the first few exporter fixed
effects. As can be seen from the table, the two approaches give exactly identical results in practice for
the variables of interest. The only differences in the two sets of regression outputs come from the
requirement that at least one dummy variable must be dropped in order to avoid perfect collinearity
between the fixed effects and the constant: the first method automatically chooses a different dummy
variable from the second method. There is thus a difference in the estimated fixed effects between the
two methods, but this is of no consequence and simply represents scaling with respect to an omitted
category. The key result is that regardless of which method is chosen, the estimated coefficients for the
variables of interest—which all vary bilaterally—are identical.
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Table 6: OLS estimates of a gravity model with fixed effects by importer and exporter (first method)

Table 7: OLS estimates of a gravity model with fixed effects by importer and exporter (second method)
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It is useful to compare results from the fixed effects gravity model with those from the intuitive model
without fixed effects. The first notable feature is that, as expected, the model’s explanatory power is
much greater once the fixed effects are included: it increases from 54% to 77%. This change is
unsurprising given that we have added a large number of additional variables to the model, but it
underlines the important role played by factors such as multilateral resistance in explaining observed
trade outcomes.
The second point to note is that a number of the coefficients are quite different under the two
specifications. The distance elasticity, for example, is very close to -1 under fixed effects, which is the
value typically observed in goods markets. The difference between the estimated elasticity from the
intuitive model and the one from the theoretical model makes clear that the choice of estimation
strategy, and the rationale for it, can make an economically significant difference to final results.
The third commonly used approach to estimating fixed effects gravity models is designed to deal with
the fact that the number of fixed effects can be large, particularly if there is a time dimension in the
panel. Computation time can be long, and although memory is not a serious constraint if high quality
hardware is available, it can be an issue for analysts working on older machines or laptops. Head and
Mayer (2014) examine the reg2hdfe command, which can be downloaded for Stata; another option is
gpreg. The command uses an iterative method to estimate models with two sets of fixed effects, such as
by exporter and by importer. It is not necessary to include dummy variables for all cross-sectional units.
Instead, the fixed effects dimensions are included as options in the estimation command, such as
id1(exp) id2(imp) for reg2hdfe and ivar(exp) jvar(imp) for gpreg. Estimation output is not reproduced
here, as the commands failed to execute correctly on Stata 14 using the services trade dataset. Readers
are encouraged to experiment with these commands, which perhaps need updating to be compatible
with the latest release of Stata.
We can also use the fixed effects approach to estimate a gravity model augmented to include policy
variables. Care is required, however, since the exporter and importer ETCR indicators are perfectly
collinear with the corresponding fixed effects. One ad hoc solution is to create a new variable equal to
the product of the two scores, which will by definition vary bilaterally. Table 8 presents results from this
approach, again using a significantly smaller sample due to lack of availability of the ETCR data for nonOECD countries. Again, we find that policy is a significant determinant of trade flows in services:
increasing the product of two countries’ ETCR scores by one point decreases trade by about 30%, which
is a very similar magnitude to the one found using the intuitive model. The effect is statistically
significant at the 1% level. This example is presented for indicative value only. The published literature
no longer widely adopts this solution, but instead prefers to use the approximation set out below, or the
intra-national trade solution proposed by Piermartini and Yotov (2016).
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Table 8: OLS estimates of an augmented gravity model with fixed effects by importer and exporter

We have focused thus far on the simple case of aggregate trade, in which multilateral resistance can be
accounted for by including exporter and importer fixed effects in the model. If we add sectors or time
periods to the model, however, the situation becomes more complicated for the specification of fixed
effects, as noted by Baldwin and Taglioni (2007). Consider a sectoral model, for example:
𝑘
𝑘
(33𝑎) log 𝑋𝑖𝑗
= log 𝑌𝑖𝑘 + log 𝐸𝑗𝑘 − log 𝑌 𝑘 + (1 − 𝜎𝑘 )[log 𝜏𝑖𝑗
− log Π𝑖𝑘 − log 𝑃𝑗𝑘 ]
𝐶

(33𝑏) Π𝑖𝑘

= ∑{
𝑗=1
𝐶

(33𝑐) 𝑃j𝑘

= ∑{
𝑖=1

1−𝜎𝑘

𝑘
𝜏𝑖𝑗

𝑘}

𝑃𝑗

𝑘
𝜏𝑖𝑗

1−𝜎𝑘

𝑘}

Π𝑖

𝐸𝑗𝑘
𝑌𝑘
𝑌𝑖𝑘
𝑌𝑘

Collecting terms in this case produces a different arrangement of fixed effects from the aggregate trade
model. Because trade costs potentially vary by sector, the multilateral resistance terms also vary in that
dimension. They can therefore not be adequately captured by importer and exporter fixed effects.
Instead, we need sector, exporter-sector, and importer-sector fixed effects, as follows:
𝑘
𝑘
(34𝑎) log 𝑋𝑖𝑗
= 𝐶 𝑘 + 𝐹𝑖𝑘 + 𝐹𝑗𝑘 + (1 − 𝜎𝑘 )[log 𝜏𝑖𝑗
]

(34𝑏) 𝐶 = − log 𝑌 𝑘
(34𝑐) 𝐹𝑖𝑘 = log 𝑌𝑖𝑘 − log Π𝑖𝑘
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(34𝑑) 𝐹𝑗𝑘 = log 𝑌𝑗𝑘 − log 𝑃𝑗𝑘
A second difficulty arises from the fact that the elasticity of substitution 𝜎𝑘 also varies across sectors.
Since the reduced form parameters of the trade cost function are joint estimates of the elasticity of
substitution and the elasticity of trade costs with respect to particular factors, it is important to take
account of this variation in a model including multiple sectors. One option would be to interact the trade
cost observables with estimates of the elasticity of substitution from Broda and Weinstein (2006). A
simpler alternative would be to interact the trade cost observables with sector dummies. Although
necessary to conform to theory, neither approach is regularly used in the applied literature.
Fixed effects estimation is a simple and feasible approach in aggregate gravity models. However, models
including a large number of sectors quickly become unmanageable due to the number of parameters
involved. There is no econometric limitation involved—the number of observations is always far greater
than the number of parameters—but gravity models with large numbers of fixed effects and interaction
terms can be slow to estimate, and may even prove impossible to estimate with some numerical
methods such as Poisson and Heckman (see the next section). A more feasible alternative in such cases
is to estimate the model separately for each sector in the dataset: a separate model for trade in
business services versus trade in transport services, etc. With this approach, all that is needed for each
model is a full set of exporter and importer fixed effects, as in the aggregate trade version of the model.
The fact that each sector represents a separate estimation sample allows for multilateral resistance and
the elasticity of substitution to vary accordingly. Indeed, it can often be useful from a research point of
view to estimate separate sectoral models: knowledge of differences in the sensitivity of trade with
respect to policy in particular sectors can be important in designing reform programs, for example. This
approach is therefore frequently used in the literature.
3.2.2

Estimation Without Fixed Effects

The fixed effects model provides a convenient way to consistently estimate the theoretical gravity
model: unobservable multilateral resistance is accounted for by dummy variables. The method is simple
to implement and is just an application of standard OLS. It has one important drawback, however: we
need to drop from the model any variables that are collinear with the fixed effects. This restriction
means that it is not possible to estimate a fixed effects model that also includes data that only vary by
exporter (constant across all importers) or by importer (constant across all exporters), unless the
dataset includes intra-national trade and it is therefore possible to include an interaction term of the
type set out above. Unfortunately, many policy data—in fact, all policies that are applied on a mostfavored nation basis—fall into this category, which means that the restriction poses a particular
challenge for applied policy researchers. The services dataset used for the examples here does not
include intra-national trade, and indeed it would be very hard to obtain such data for a wide range of
countries, as services output is not well tracked in the national accounts, particularly in poorer
countries.
One way of dealing with this problem that does not require extra data is to take variables that vary by
exporter or importer and transform them artificially into a variable that varies bilaterally. This was what
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we did with the ETCR scores above: by multiplying them together, the result is a variable that is unique
to each country pair and therefore varies across importers for each exporter and across exporters for
each importer. Such variables can be included in a fixed effects model without difficulty. However, the
price of transforming variables in this way is that the model results become harder to interpret. In the
last table, for example, we cannot distinguish the impact of changes in importer policies from that of
exporter policies, which is potentially an important question. Although the overall policy message from
the last regression was clear, such is not always the case with transformed variables: results can often
carry perverse signs or unlikely magnitudes, which mean that transformation should be used cautiously
in policy work.
The panel data econometrics literature provides an alternative to fixed effects estimation that still
accounts for unobserved heterogeneity, but allows the inclusion of variables that would be collinear
with the fixed effects. This alternative is the random effects model. Although it has been applied in
gravity contexts—examples include Egger (2002) and Carrère (2006)—we will not discuss random effects
estimation extensively here. There are two main reasons for not doing so. First, fixed effects estimation
remains largely dominant in the literature because the random effects model is only consistent under
restrictive assumptions as to the pattern of unobserved heterogeneity in the data. In the context of the
theoretical gravity model, the random effects model requires us to assume that multilateral resistance is
normally distributed, yet theory has nothing to say on that question. The fixed effects specification, by
contrast, allows for unconstrained variation in multilateral resistance. Second, accounting for both
inward and outward multilateral resistance requires specification of a two-dimensional random effects
model—random effects by exporter and by importer—which is rarely treated in the literature. Although
such models can be implemented straightforwardly in Stata using the xtmixed command, they have
received scant consideration either in the econometrics literature or in the applied policy literature. The
probable reason is that fixed effects modeling is generally preferred for gravity work because theoretical
models do not say anything about the statistical distribution of trade costs or multilateral resistance.
A third, and determinant, consideration is that Baier and Bergstrand (2009) provide an alternative
approach that fully accounts for arbitrary distributions of inward and outward multilateral resistance but
without the inclusion of fixed effects, or the requirement to add hard to find data. The Baier and
Bergstrand (2009) methodology therefore makes it possible to consistently estimate a theoretical
gravity model that also includes variables such as policy measures that vary by exporter or by importer,
but not bilaterally. Their approach relies on a first order Taylor series approximation of the two
nonlinear multilateral resistance terms. Concretely, Baier and Bergstrand (2009) show that the following
model provides estimates almost indistinguishable from those obtained using fixed effects, but without
the inclusion of dummy variables:
∗

𝑘
𝑘
(35𝑎) log 𝑋𝑖𝑗
= log 𝑌𝑖𝑘 + log 𝐸𝑗𝑘 − log 𝑌 𝑘 + (1 − 𝜎𝑘 )[log 𝜏𝑖𝑗
]

(35𝑏)

𝑘∗
log 𝜏𝑖𝑗

(35𝑐) 𝜃𝑗𝑘 =

𝑁

=

𝑘
log 𝜏𝑖𝑗

−

𝑁

𝑘
∑ 𝜃𝑗𝑘 log 𝜏𝑖𝑗
𝑗=1

𝑌𝑖𝑘
𝑌𝑘
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−

∑ 𝜃𝑖𝑘
𝑖=1

𝑁

log 𝜏𝑗𝑖𝑘

𝑁

𝑘
+ ∑ ∑ 𝜃𝑖 𝜃𝑗 log 𝜏𝑖𝑗
𝑖=1 𝑗=1

To deal with endogeneity concerns—see below—Baier and Bergstrand (2009) recommend estimating
the model using simple averages rather than GDP-weights. For simplicity, we consider a Stata
application of this approach using distance as the only trade cost variable. The calculations included
here can easily be replicated for other variables, but they are omitted for brevity in this case. Table 9
presents results from a fixed effects model, and Table 10 presents results using the Baier and Bergstrand
(2009) methodology with simple averages. Clearly, the two sets of results are very similar: the distance
coefficient is only marginally different at the second decimal place, partly due to differences in the
effective samples of the two regressions because of the absence of GDP data for a small number of
countries. This finding shows that the Baier and Bergstrand (2009) approximation indeed performs well
when it comes to capturing the effects of multilateral resistance in the data without including fixed
effects.
Table 9: OLS estimates of a simple gravity model with fixed effects by importer and exporter
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Table 10: OLS estimates of a simple gravity model estimated using the Baier and Bergstrand (2009) methodology.

3.3 Dealing with Endogeneity
Regardless of whether we are estimating the intuitive gravity model or its theoretical counterpart, we
need to pay particular attention to the problem of endogeneity, particularly when policy variables are
included in the model. The reason is that policies are often determined to some extent by the level of a
country’s integration in international markets: more open economies have an incentive to implement
more liberal policies, for example, which creates a circular causal chain between policies and trade.
From an econometric point of view, endogeneity of an explanatory variable violates the first OLS
assumption by creating a correlation between that variable and the error term. To see this, we can write
down two equations that summarize the problem. The first is our gravity model:
𝑘
𝑘
𝑘
(36) log 𝑋𝑖𝑗
= 𝐶 + 𝐹𝑖𝑘 + 𝐹𝑗𝑘 + (1 − 𝜎𝑘 )[log 𝜏𝑖𝑗
] + 𝑒𝑖𝑗

The second equation says that trade costs (particularly those driven by policy) are endogenous to trade
flows:
𝑘
𝑘
(37) log 𝜏𝑖𝑗
= 𝐷 + 𝐺𝑖𝑘 + 𝐺𝑗𝑘 + 𝑏 log 𝑋𝑖𝑗
+ 𝑤𝑖𝑗𝑘

By substitution:
𝑘
𝑘
𝑘
(38) log 𝑋𝑖𝑗
= 𝐶 + 𝐹𝑖𝑘 + 𝐹𝑗𝑘 + (1 − 𝜎𝑘 )[𝐷 + 𝐺𝑖𝑘 + 𝐺𝑗𝑘 + 𝑏 log 𝑋𝑖𝑗
+ 𝑤𝑖𝑗𝑘 ] + 𝑒𝑖𝑗
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𝑘
The first OLS assumption will only hold if 𝑤𝑖𝑗𝑘 and 𝑒𝑖𝑗
are uncorrelated, which is often unlikely in a

practical context. As a result, researchers need to be extremely cautious when interpreting the results of
gravity models with policy variables: the estimated parameters could be severely biased due to
endogeneity, if they are left uncorrected.
Thankfully, basic econometrics provides us with a simple technique to deal with such endogeneity
problems. If we can find an instrumental variable—an exogenous piece of data that is correlated with
the potentially endogenous variable but not with trade through any other mechanism—then we can use
it to purge the problematic variable of its endogenous variation. Various techniques are available for
instrumental variables estimation, the simplest of which is two stage least squares (TSLS). As the name
suggests, it consists in running OLS twice. The first regression uses the potentially endogenous variable
as the dependent variable, and includes all the exogenous variables from the model as independent
variables, along with at least one additional instrument. The second regression uses the estimated
values of the dependent variable from the first stage regression in place of the problematic variable in
the gravity model itself. We can think of the estimated values from the first stage as the part of the
problematic variable that varies due to exogenous influences (the instrument and exogenous variables),
which solves the endogeneity problem.3
For the TSLS estimator to work properly and provide results superior to OLS, three conditions must be
satisfied. The first is that there must be at least as many instruments as potentially endogenous
variables, and preferably one extra. Having the same number of instruments as potentially endogenous
variables is a necessary condition for model identification, but including at least one additional
instrument makes it possible to perform an additional diagnostic test that is an important indicator of
instrument validity. The second condition is that the instrumental variable or variables must be strongly
correlated with the potentially endogenous explanatory variable. To test whether this is in fact the case,
we perform an F-test of the null hypothesis that the coefficients on the instruments are jointly equal to
zero in each of the first stage regressions. First stage F-tests should be systematically reported whenever
TSLS is used. The third condition is that the instruments must be validly excludable from the second
stage regression, in the sense that they do not influence the dependent variable other than through the
potentially endogenous variable. In an over-identified model, we can test whether this condition holds
using the Hansen J-statistic. The null hypothesis for the test is that the residuals from both stages of the
regression are uncorrelated, which is equivalent to assuming that the exclusion condition holds. A high
value of the test statistic (low prob. value) indicates that the instruments may not be validly excludable,
and the TSLS strategy needs to be rethought. Like the first stage F-tests, Hansen’s J should be routinely
reported when it is available.
Although it is possible to run the TSLS estimator manually in Stata, researchers should generally avoid
doing so. One reason is that the standard errors from the second stage regression need to be corrected

3

Although correct parameter estimates can be obtained by running OLS twice manually, the estimated standard
errors from the second stage will be biased downwards as they do not correct for the first stage estimation
procedure. Researchers should always use Stata’s built in instrumental variables estimation commands rather than
estimating the models manually.
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in order to avoid downward bias. It is also preferable on a practical level to use a built in TSLS estimator
as it automatically includes the right set of variables in the first stage regression, i.e. all exogenous
variables from the main model plus the instrument.
Stata’s built in TSLS estimator is the ivregress command with the tsls option. However, it is generally
preferable to use the user-written ivreg2 command, which contains a host of additional test statistics
and diagnostic information that is important in assessing the performance of the TSLS estimator. To
install ivreg2, simply type findit ivreg2 and follow the prompts. The format for ivreg2 is similar to
regress, but with the addition of some specific information on the endogenous variables and
instruments in parentheses:
ivreg2 dependent_variable exogenous_variables (endogenous_variables = instruments), options
If no additional options are specified, ivreg2 uses TSLS as the estimator. In addition to the standard
robust and cluster options, it is also important to include the first option. This option presents the first
stage regression results, which always need to be reported when TSLS is used. Another useful option is
endog(endogenous variable), which provides a test of the null hypothesis that the listed variables are in
fact exogenous to the model. If the null hypothesis is not rejected and all other tests for the validity of
the TSLS estimator are satisfied, that is an indication that endogeneity may not be a serious problem in
the data. Ivreg2 automatically presents other test statistics, such as Hansen’s J, if appropriate.
As an example of how the TSLS estimator can be applied to gravity models, we will revert to the intuitive
model augmented to include policy variables, namely the exporter and importer ETCR scores. We are
using the intuitive model for expositional clarity only. In applied work, it would be important to include
fixed effects in addition to the variables discussed here, and TSLS works as normal in the presence of
fixed effects. However, the large number of additional parameters and the need to transform both the
policy variables and instruments to be bilaterally varying makes it problematic to present such an
approach as an example. We therefore use the simpler model for this purpose.
The first step in applying the TSLS estimator is to identify at least two instruments for the policy
variables (exporter and importer ETCR scores), which are potentially endogenous. Identification of
appropriate instruments is often extremely difficult due to the twin requirements of strength and
excludability discussed above. As an example, we use the absolute value of a country’s latitude as an
instrument for its ETCR score. The rationale is that countries that are further away from the equator
tend to be more developed than those close to the equator, and this is reflected in a more liberal policy
stance. Latitude could also be a proxy for the level of institutional and governance development, which
is also correlated with more liberal policies.
Is latitude likely to be a valid choice of instrument? We will need to examine the first stage F-tests
before deciding whether the correlation with the potentially endogenous variables is strong enough. We
can say with certainty, however, that latitude is genuinely exogenous to the model. Indeed, researchers
often use geographical or historical features as instruments precisely because they must be exogenous
to current variables such as trade flows. The final criterion is excludability. Because the model is just
identified, we will be unable to test that condition directly using Hansen’s J. We therefore need to rely
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on economic logic to make the argument that latitude does not affect trade except through the policy
measures captured in the ETCR scores. Clearly, this part of the instrument validity argument is
potentially problematic, for at least two reasons. One is that institutional quality as proxied by latitude
might be directly correlated with trade as a source of trade costs in its own right. A second problem is
that distance from the equator is likely to be correlated with distance from major trading partners,
which provides a third possible way of influencing trade. It is important to stress, therefore, that the
instrumental variables strategy used here is presented as an example only. In published work, it would
be necessary to go further down the path of identifying a more strongly excludable instrument. It would
also be highly preferable to over-identify the model by including at least one extra instrument.
Nonetheless, the basic approach outlined here demonstrates the basic logic of TSLS estimation, and is
sufficient for present purposes.
Table 11 presents estimation results using TSLS. The first part of the Stata output (Table 11a) shows the
first stage regression results for the first potentially endogenous variable, i.e. the exporter’s ETCR score.
We see that one instrument, namely the exporter’s latitude, is indeed strongly correlated with the policy
variable: the t-test rejects the null hypothesis that the coefficient is zero at the 1% level. The second
instrument, however, has a much weaker t-test, as would be expected, since it is designed to capture
the importer dimension. Ideally, both instruments should be statistically significant in both first stage
regressions. But the test that the two parameters are jointly equal to zero—the first stage F-test
reported at the bottom of the table—suggests that the combined effect of the two instruments is
indeed statistically significant. Although the strategy is not ideal, we conclude that our instruments are
strongly correlated with the potentially endogenous variables, as required. Moreover, the direction of
the correlation is as expected: countries that are further away from the equator tend to be more
developed, have more liberal trade-related policies, and thus lower ETCR scores (negative correlation).
Table 11b presents the same output for the second potentially endogenous variable, i.e. the importer’s
ETCR score. Results are nearly identical in every respect. We therefore draw similar conclusions: latitude
is a strong and appropriate instrument for the importing country’s ETCR score.
Second stage results appear in Table 11c. We find that even after correcting for the potential
endogeneity of the policy variables, they are still negatively and statistically significantly associated with
trade flows. The magnitudes of the coefficients are different from those in the OLS model, though not by
very much. This is a preliminary indication that any bias induced by endogeneity may not be severe in
these data. This impression is reinforced by the endogeneity test (at the bottom of the table), which
does not reject the null hypothesis that the two policy variables are in fact exogenous to the model.
Subject to the validity of the instruments—see above—we therefore conclude that endogeneity is not a
major problem with the policy variables in this dataset, and that once it is corrected for, the original
insight still stands.
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Table 11a: TSLS estimates of an augmented gravity model
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Table 11b: TSLS estimates of an augmented gravity model
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Table 11c: TSLS estimates of an augmented gravity model
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4 Alternative Gravity Model Estimators
The previous section primarily used OLS as the estimation methodology for a variety of gravity models,
both intuitive and theoretical. Just as the basic model has been subject to increasing scrutiny from a
theoretical point of view, so too has OLS as the baseline estimator been subject to criticism from an
econometric point of view. This section describes two alternative estimators from the literature—
Poisson and Heckman—and discusses their application to the gravity model, as well as their respective
advantages and disadvantages. The bottom line for applied policy researchers is that both estimators
are now very commonly used in the literature, and it is therefore important to ensure that results
obtained using OLS are robust to their application.

4.1 The Poisson Pseudo-Maximum Likelihood Estimator
Consider the nonlinear form of the Anderson and Van Wincoop gravity model with a multiplicative error
term:
𝑘
(39) 𝑋𝑖𝑗

=

𝑌𝑖𝑘 𝐸𝑗𝑘
𝑌𝑘

(

𝑘
𝜏𝑖𝑗

Π𝑖𝑘 𝑃𝑗𝑘

(1−𝜎𝑘 )

)

𝑘
𝑒𝑖𝑗

Taking logarithms gives the standard gravity model in linearized form, but makes clear that the error
term is in logarithms too:
𝑘
𝑘
𝑘
(40) log 𝑋𝑖𝑗
= log 𝑌𝑖𝑘 + log 𝐸𝑗𝑘 − log 𝑌 𝑘 + (1 − 𝜎𝑘 )[log 𝜏𝑖𝑗
− log Π𝑖𝑘 − log 𝑃𝑗𝑘 ] + log 𝑒𝑖𝑗
𝑘
𝑘
𝑘
The mean of log 𝑒𝑖𝑗
depends on higher moments of 𝑒𝑖𝑗
, thus including its variance. If 𝑒𝑖𝑗
is

heteroskedastic, which is highly probable in practice, then the expected value of the error term depends
on one or more of the explanatory variables because it includes the variance term. This violates the first
assumption of OLS and suggests that the estimator may be biased and inconsistent. It is important to
note that this kind of heteroskedasticity cannot be dealt with by simply applying a robust covariance
matrix estimator, since it affects the parameter estimates in addition to the standard errors. The
presence of heteroskedasticity under the assumption of a multiplicative error term in the original
nonlinear gravity model specification requires adoption of a completely different estimation
methodology.
Santos Silva and Tenreyro (2006) present a simple way of dealing with this problem. They show that
under weak assumptions—essentially just that the gravity model contains the correct set of explanatory
variables—the Poisson pseudo-maximum likelihood estimator provides consistent estimates of the
original nonlinear model. It is exactly equivalent to running a type of nonlinear least squares on the
original equation. An important point to stress, since it is often missed in the applied literature, is that
since we are dealing with a pseudo-maximum likelihood estimator, it is not necessary that the data be in
fact distributed as Poisson. So although Poisson is more commonly used as an estimator for count data
models, it is appropriate to apply it far more generally to nonlinear models such as gravity.
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The Poisson estimator has a number of additional desirable properties for applied policy researchers
using gravity models. First, it is consistent in the presence of fixed effects, which can be entered as
dummy variables as in simple OLS. This is an unusual property of nonlinear maximum likelihood
estimators, many of which have poorly understood properties in the presence of fixed effects. The point
is a particular important one for gravity modeling because most theory-consistent models require the
inclusion of fixed effects by exporter and by importer.
Second, the Poisson estimator naturally includes observations for which the observed trade value is
zero. Such observations are dropped from the OLS model because the logarithm of zero is undefined.
However, they are relatively common in the trade matrix, since not all countries trade all products with
all partners (see e.g., Haveman and Hummels, 2004). Although the issue has mainly arisen to date in the
context of goods trade, it is also relevant for services trade (see further below). Dropping zero
observations in the way that OLS does potentially leads to sample selection bias, which has become an
important issue in recent empirical work (see further below). Thus the ability of Poisson to include zero
observations naturally and without any additions to the basic model is highly desirable.
Third, interpretation of the coefficients from the Poisson model is straightforward, and follows exactly
the same pattern as under OLS. Although the dependent variable for the Poisson regression is specified
as exports in levels rather than in logarithms, the coefficients of any independent variables entered in
logarithms can still be interpreted as simple elasticities. The coefficients of independent variables
entered in levels are interpreted as semi-elasticities, as under OLS.
Stata contains a built in poisson command that can easily be applied to the gravity model, but it suffers
from a number of numerical issues that result in sometimes unstable or unreliable results. A better
option for applied researchers is to use the ppml command developed by Santos Silva and Tenreyro
(2011b). The command can be installed by typing findit ppml and following the prompts. The ppml
command automatically uses the robust option for estimation, so it is not necessary to specify it.
Clustering can be corrected for in the usual way, i.e. by specifying the cluster(dist) option. If the
command experiences estimation problems, it is sometimes possible to work around them by
expressing the dependent variable as trade in thousands or millions of dollars, rather than in dollars:
large values of the dependent variable are more difficult to treat numerically, and dividing through by a
constant does not make any difference to the final result, as the estimator is scale-invariant. The new
ppml command is usually preferred to older implementations, like xtpqml, because it allows for a more
flexible pattern of clustering in the error term, consistent with what is usually observed in gravity
applications, and has a series of built in tests and warnings to deal with common numerical issues that
arise in estimation.
Table 12 presents results for a fixed effects gravity model estimated using the ppml command. The first
point to note is that, as expected, the number of observations is greater using Poisson than using OLS:
6580 compared with 3884. This difference shows that there is a large number of zero observations in
the dataset, which is typical for gravity data. Those observations were dropped from the OLS estimates
because the dependent variable was in logarithms, but they can be included naturally by Poisson.
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It is also notable that the Poisson model fits the data much better than does the original OLS model. R2
for the former is around 87%, compared with 77% for OLS. Given that the set of explanatory variables is
the same in both cases, this difference suggests that the change in estimator is important in order to
pick up significant features of the data, most likely heteroskedasticity of the type outlined above.
Finally, the coefficient estimates are significantly different under Poisson compared with OLS. In
particular, the distance coefficient is smaller in absolute value. This result is typical of Poisson gravity
regressions, and largely reflects the impact of heteroskedasticity on the original OLS estimates (Santos
Silva and Tenreyro, 2006).
Table 12: Poisson estimates of a fixed effects gravity model

The Poisson estimator is becoming steadily more popular in the literature, but it is not free from
divergent opinions. Applied researchers need to be aware of some of the issues that have been
highlighted in relation to the Poisson estimator, and of the additional properties that have been
demonstrated for it as a result.
On the one hand, some researchers have used alternative count data models in place of Poisson, such as
the negative binomial model, on the assumption that trade data are likely to exhibit over-dispersion
39

(variance greater than the mean). However, this approach is flawed for two reasons. First, Poisson is
consistent as a pseudo-maximum likelihood estimator regardless of how the data are in fact distributed.
The only improvement that could come from allowing for over-dispersion would be in terms of
efficiency. For the efficiency gain to be real, moreover, the exact nature of the over-dispersion would
need to be known, which it usually is not. Second, the negative binomial estimator has an undesirable
property in a trade context: it is not scale invariant. Thus, results from a model with trade in dollars as
the dependent variable will be different from those obtained with trade in millions of dollars as the
dependent variable. This feature of the negative binomial model is not problematic in its usual count
data setting, but becomes worrying in the gravity modeling context. Applied researchers should
therefore avoid the negative binomial model in practice.
A second argument that has been made is that it other estimators may be superior to Poisson because
they allow for a greater proportion of zeros in the observed trade matrix. However, the response to this
argument is identical to the previous one: Poisson is consistent regardless of how the data are in fact
distributed, assuming only that the zero and non-zero observations are produced by the same data
generating process (see further below). In any case, recent simulation evidence (Santos Silva and
Tenreyro, 2011a) shows that Poisson performs strongly even in datasets with large numbers of zeros.
Taking all of these points together, there is a strong argument for using Poisson as the workhorse gravity
model estimator. From an applied policy research point of view, the desirable properties of Poisson
suggest that estimates of policy impacts should generally be based on Poisson results rather than OLS.4
In any case, Poisson results should always be presented for comparative purposes or as a robustness
check.
An additional advantage of Poisson is that it lends itself naturally to counterfactual simulations that
respect certain important empirical constraints. First, Arvis and Shepherd (2013) show that Poisson
estimates of the gravity model have the remarkable property that although actual and estimated
bilateral trade flows are different, actual and estimated total trade flows (e.g., total exports or imports
by country) are exactly identical. Fally (2015) extends that result and shows more broadly that Poisson
estimates satisfy a variety of constraints on structural gravity models, and in particular when fixed
effects are included, they are consistent with the multilateral resistance terms of the Anderson and Van
Wincoop (2003) model.
An extension of this work is the GE PPML approach of Anderson et al. (2015). As the name implies,
Poisson is used to estimate the gravity model. A simple iterative approach is then applied to develop
conditional and full general equilibrium responses of trade flows to changes in trade costs. In effect, this
methodology offers a practical and robust approach for undertaking counterfactual simulations based
on the structural model. As the focus of this User Guide is on set up and estimation of basic models, we

4

The choice between OLS and Poisson is, of course, an empirical one. Santos Silva and Tenreyro (2006) present a
test for determining whether the OLS estimator is appropriate, and another for determining whether Poisson or
another pseudo-maximum likelihood estimator is likely to be efficient. However, a detailed presentation of these
tests is outside the scope of the current user guide.
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do not review it in detail, but note that applied researchers can easily implement it using the Stata code
supplied in the paper, to produce much richer and more plausible counterfactual simulations.

4.2 The Heckman Sample Selection Estimator
As noted above, zero trade flows are relatively common in the bilateral trade matrix. As the level of
product disaggregation becomes greater, so do zeros become more frequent. Even using aggregate
trade data, Helpman et al. (2008) report that around half of the bilateral trade matrix is filled with zeros.
Dropping these observations—as OLS automatically does because the logarithm of zero is undefined—
immediately gives rise to concerns about sample selection bias. The sample from which the regression
model is estimated is not drawn randomly from the population (all trade flows), but only consists of
those trade flows which are strictly positive. One way of thinking of this problem is that the probability
of being selected for the estimation sample is an omitted variable in the standard gravity model. To the
extent that that variable is correlated with any of the variables included in the model—which it certainly
is, since the probability of trading no doubt depends on trade costs—then a classic case of omitted
variable bias arises. This is a violation of the first OLS assumption, which can lead to biased and
inconsistent parameter estimates.
One way of dealing with this problem is to use the sample selection correction introduced by Heckman
(1979). Helpman et al. (2008) develop a model of international trade that yields a gravity equation with
a Heckman correction combined with an additional correction for firm heterogeneity. We explore only
the first part of their model here (the Heckman correction), not the second.
To apply the Heckman sample selection model to the gravity model, we first need to split it into two
parts: an outcome equation, which describes the relationship between trade flows and a set of
explanatory variables, and a selection equation, which describes the relationship between the
probability of positive trade and a set of explanatory variables. The outcome equation takes the form of
the standard gravity model, but makes clear that it only applies to those observations within the
estimation sample:
(41) {

𝑘
𝑘
𝑘
𝑘
log 𝑋𝑖𝑗
= log 𝑌𝑖𝑘 + log 𝐸𝑗𝑘 − log 𝑌 𝑘 + (1 − 𝜎𝑘 )[log 𝜏𝑖𝑗
− log Π𝑖𝑘 − log 𝑃𝑗𝑘 ] + 𝑒𝑖𝑗
𝑖𝑓 𝑝𝑖𝑗
>0
𝑘
𝑘
log 𝑋𝑖𝑗
= 𝑚𝑖𝑠𝑠𝑖𝑛𝑔 𝑖𝑓 𝑝𝑖𝑗
≤0

𝑘
The variable 𝑝𝑖𝑗
is a latent (unobserved) variable that can be interpreted as the probability that a

particular data point is included in the estimation sample. The selection equation relates the latent
variable to a set of observed explanatory variables. That set must include all variables in the outcome
equation, and preferably at least one additional variable that affects the probability that two countries
engage in trade, but not the volume of such trade once it takes place.5 One possible candidate is the
5

Strictly speaking, the Heckman model is just-identified when the two sets of explanatory variables are the same.
However, identification is only achieved due to the fact that the inverse Mill’s ratio is a nonlinear function of the
explanatory variables. Results therefore tend to be more stable when an additional over-identifying variable is
included in the selection model. Applied researchers should try to specify an over-identified model whenever
possible.
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cost of market entry in the exporter and the importer from the World Bank’s Doing Business dataset, as
used by Helpman et al. (2008) in robustness checks. Using this variable, the selection equation takes the
𝑘
𝑘
following form, where 𝑝𝑖𝑗
is the (unobserved) probability of selection, and 𝑑𝑖𝑗
is an (observed) dummy
variable equal to unity for those observations that are in the sample, and zero for those that are not.
𝑘
𝑘
(42) 𝑝𝑖𝑗
= log 𝑌𝑖𝑘 + log 𝐸𝑗𝑘 − log 𝑌 𝑘 + (1 − 𝜎𝑘 )[log 𝜏𝑖𝑗
− log Π𝑖𝑘 − log 𝑃𝑗𝑘 ] + 𝑏 log 𝑒𝑛𝑡𝑟𝑦𝑖𝑗 + 𝑤𝑖𝑗𝑘

(43) {
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where 𝑤𝑖𝑗𝑘 is a standard error term.
Another way of looking at the sample selection problem is that it creates bias if the error terms in the
selection and outcome equations are correlated. In the trade context, we have good reason to believe
that such correlation will be significant, in light of the tendency of firms to self-select into export status
(Helpman et al., 2008).
Intuitively, the solution proposed by Heckman (1979) amounts to a two-step procedure. The first step is
to estimate the probability that a particular observation is included in the gravity model sample, using a
probit estimator. We therefore estimate:
𝑘
(44) 𝑃𝑟𝑜𝑏(𝑑𝑖𝑗
= 1)
𝑘
= Φ(log 𝑌𝑖𝑘 + log 𝐸𝑗𝑘 − log 𝑌 𝑘 + (1 − 𝜎𝑘 )[log 𝜏𝑖𝑗
− log Π𝑖𝑘 − log 𝑃𝑗𝑘 ] + 𝑏 log 𝑒𝑛𝑡𝑟𝑦𝑖𝑗 )
𝜙

The probit estimates are then used to calculate the inverse Mill’s ratio (Φ), which corresponds to the
probability of selection variable omitted from the original equation.6 Inclusion of the additional variable
solves the omitted variable bias and produces estimates that are consistent in the presence of nonrandom sample selection.
There are a number of technical drawbacks to actually performing the Heckman (1979) correction as a
two-step procedure, however. Most researchers therefore use a maximum likelihood procedure in
which the selection and outcome equations are estimated simultaneously. That approach is
implemented by default in Stata’s heckman command. The format for heckman is similar to that for
regress, but the option select(variables) must always be specified. This option tells Stata which variables
to include in the selection equation. As noted above, that list must always include the full set of
variables from the original gravity model, and preferably one additional variable, such as entry costs,
that effects the probability that two countries engage in trade, but not the volume of trade conditional
on the existence of a trading link.
Table 13 presents results for a Heckman sample selection model using our services data. The first part of
the output is the outcome equation, i.e. the usual gravity model. Coefficients are quite close to their OLS
6

In technical terms, the inverse Mill’s ratio is the ratio of the probability density function to the cumulative
distribution function.
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counterparts, except for the common colonizer dummy, which has the expected positive sign in the
Heckman results but is statistically insignificant.
The second part of Table 13 presents results for the selection equation, i.e. the probit model of export
participation. In line with intuition, distance has a negative and 1% statistically significant impact on the
probability that two countries engage in trade. The historical and cultural variables all have the expected
positive signs and are at least 5% statistically significant, except for the common colonizer dummy,
which is statistically insignificant. We can therefore see that geography as well as cultural and historical
ties do not just influence the volume of trade between countries (outcome equation), but also the
probability that two countries engage in trade at all (selection equation). Finally, the entry cost
variable—which we have transformed to vary bilaterally by taking the product of the exporter and
importer values—has the expected negative sign, but its coefficient is statistically insignificant. In this
case, further research would be required with alternative over-identifying variables to try and deal with
this problem. To produce stable and robust results, researchers should be careful to choose an overidentifying variable that both has a coefficient that accords with intuition, and one which is statistically
significant at conventional levels.
The final part of the Stata output provides information on the relationship between the outcome and
selection equations. As noted above, sample selection only creates bias if the error terms of the two
equations are correlated. That information is contained in Stata’s estimate of the parameter rho: an
estimate that is large in absolute value (up to a maximum of one) and statistically significant suggests
that sample selection is a major problem in a given dataset. In fact, the final line of Stata’s output is a
test of the null hypothesis that rho is equal to zero, i.e. that the two error terms are uncorrelated. If the
null hypothesis is rejected, we conclude that sample selection is a serious issue. In this case, the test
statistic is marginal at the 10% level. It would be dangerous to conclude, however, that sample selection
is not an issue: use of a better over-identifying variable may well give different results. Indeed, evidence
from goods markets suggests that sample selection can indeed create significant bias (Helpman et al.,
2008).
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Table 13: Heckman estimates of a fixed effects gravity model

Like the Poisson estimator, the Heckman model provides a natural way of including zero trade
observations in the dataset. As yet, the literature does not provide any decisive guidance on which
model should be preferred in applied work. Each has its own set of advantages and disadvantages. For
example, Poisson deals well with heteroskedasticity, but Heckman does not. Similarly, fixed effects
Poisson models are well understood and have desirable statistical properties, but fixed effects probit
models suffer from a technical issue—the incidental parameters problem—that introduces bias and
inconsistency into the estimates, but the empirical extent of that issue is still unclear. On the other
44

hand, Heckman allows for separate data generating processes for the zero and non-zero observations,
whereas Poisson assumes that all observations are drawn from the same distribution. Researchers
would be well advised to present estimates from both models when they are available, but current
practice in the literature suggests that Poisson is more commonly used as a workhorse estimator for
gravity. The ability to produce consistent estimates under relatively weak assumptions, and to deal with
empirically important heteroscedasticity, are likely determinative factors in this trend.
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5 Conclusion: Using the Gravity Model for Policy Research
As noted at the outset, various versions of the gravity model have been widely used in the applied
international trade literature for over half a century. The model represents the standard starting point
for much empirical work in international trade, and for that reason is of particular interest to applied
policy researchers. However, as the previous sections have noted, the gravity literature has undergone a
series of major changes in the last fifteen years or so. To produce policy research that is credible and
robust, it is necessary to take full account of those changes when undertaking research using the gravity
model. Increasingly, research that does not use the latest models and techniques does not represent a
sound basis for drawing policy conclusions.
The first point for applied researchers to take away from this user guide is that the gravity model is no
longer just an intuitive way of summarizing the relationship among trade, economic size, and distance. A
variety of structural gravity models now exist, which provide firm micro-foundations for gravity-like
models. As demonstrated by the “gravity with gravitas model”, the inclusion of theory can make a major
difference to the way the dataset is set up, the way in which the model is estimated, and, most
importantly, to the results and policy conclusions that flow from the model. It is therefore important
that research based on the gravity model make explicit reference to theory, and incorporate in so far as
possible the insights that flow from it. Policy conclusions are only as robust as the model behind them,
and it is increasingly necessary to use a theory-consistent gravity model to convince readers that model
results are meaningful. As a starting point, all gravity model research should now include appropriate
dimensions of fixed effects, or otherwise correct for the multilateral resistance terms introduced by
Anderson and Van Wincoop (2003), for example using the Baier and Bergstrand (2009) methodology.
A second point of particular important to policy researchers, but which is often overlooked, relates to
the inclusion of policy variables in gravity models. There is a long tradition of augmenting gravity models
in that way, and there is an increasingly large body of literature that uses policy variables, including
behind-the-border barriers. Two serious issues arise with policy variables. The first relates to the
method to correctly identify the trade effects of de jure or de facto MFN measures, like trade
facilitation, product standards, or regulatory measures affecting services trade. Many ad hoc solutions
have been used in the past, but they typically produce results that are problematic from an econometric
point of view, and difficult to interpret in a policy sense. Current best practice is to follow Piermartini
and Yotov (2016) in including data on intra-national trade in the model, then constructing an interaction
term between the relevant policy variable and a dummy for international trade flows. The coefficient on
the interaction term can be interpreted in terms of the sensitivity of trade flows to changes in the MFN
policy. The model can otherwise be estimated as usual, for instance by using Poisson to take care of
heteroscedasticity and zero trade flows, and fixed effects to account for multilateral resistance.
The second problem with policy variables is their possible endogeneity. Since endogeneity can introduce
serious bias into the model’s results—and thus affect policy conclusions—it is important that
researchers attempt to correct for it whenever possible. However, much applied research continues not
to adopt appropriate estimation strategies to deal with endogeneity, with the result that its policy
conclusions are open to question. The simplest way to correct for endogeneity is to use the TSLS
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estimator, with at least as many exogenous and excludable instruments as potentially endogenous
variables. Although not technically difficult to implement, the TSLS estimator is challenging for
researchers because of the need to identify appropriate instruments: they must be strong (highly
correlated with the endogenous variables), exogenous, and excludable. If one of these conditions is not
met, the TSLS estimator is no longer valid, and results can even be worse than with OLS. It is therefore
important to pay attention to the standard diagnostic statistics, and to report them systematically when
the TSLS estimator is used.
Another way in which econometrics is important in the applied gravity modeling context relates to the
recent literature on the appropriate estimator to use to estimate gravity models. The literature in this
area remains particularly unsettled, with two major contributions focusing on the Poisson estimator as a
way of overcoming heteroskedasticity, and the Heckman sample selection estimator as a way of
modeling zero trade flows. The bottom line for applied researchers is that it is important to ensure that
results are robust to estimation using different techniques. Much of the empirical literature now
presents results using Poisson as a first line approach, given its desirable properties as a pseudomaximum likelihood estimator. However, robustness is key, so applied researchers need to ensure that
their findings hold up under multiple assumptions regarding the data.
In the context of evidence-based policymaking, it is crucial for applied researchers to focus on questions
where gravity modeling has a comparative advantage. In particular, the gravity model describes the
behavior of trade flows, but not economic welfare as such. For applications that focus on economic
welfare, it would be more appropriate to use other methodologies, such as computable general
equilibrium modeling, rather than gravity. The same applies to reallocations of labor and capital across
sectors as a result of trade liberalization: gravity is very poorly placed to answer such questions, and
alternative methodologies, such as computable general equilibrium modeling, need to be considered.
Gravity’s comparative advantage lies in the use of data to assess the sensitivity of trade to particular
trade cost factors, including policies. To the extent that policy data are available, they can be combined
with the gravity model to provide useful information on the likely response of trade flows to reforms.
Indeed, in an extension of the approaches presented here, gravity modeling can also be used to perform
counterfactual evaluations of the behavior of trade flows following reforms. However, counterfactuals
need to be performed very carefully: see Baier and Bergstrand (2009) for a simple way of performing
them while taking proper account of the impact of multilateral resistance. Taking account of multilateral
resistance is important because it allows counterfactual simulations to properly capture third-country
effects such as trade creation and trade diversion. Counterfactual simulations using the intuitive or fixed
effects gravity model only measure pure impact effects, and do not consider the general equilibrium
implications of policy changes, which is a very significant disadvantage. Concretely, a counterfactual
simulation based on a fixed effects model without additional work to track policy changes through the
multilateral resistance terms will have counterintuitive implications: equal proportional changes in trade
costs across all routes will produce an increase in trade, even though relative prices have not changed;
and changes in trade costs between two countries will not affect their other bilateral trade relationships.
Both of these pitfalls can be avoided by accounting for multilateral resistance when running
counterfactuals, and Baier and Bergstrand (2009) provide a simple way of doing just that.
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In the context of inclusive and sustainable growth, trade economists are turning their attention to many
questions that trade data alone—whether analyzed with gravity or another framework—are ill-suited to
answer. Looking at the impacts of trade on inequality, or on the environment, or on gender inclusion, for
example, requires behind-the-border data on country-level resources and behaviors. Gravity can provide
a useful first indication of changes in trade flows that would be associated with a given policy change.
But to simulate the impact of the policy change on other development variables, it is necessary to have a
different dataset and model, with gravity results perhaps providing an input. To look at poverty, for
example, changes in exports and imports from gravity could in principle be mapped to household level
patterns of production and consumption in household survey data. Firm-level data that include the
gender dimension in workforce makeup could similarly be used. More typically, however, advanced
researchers in these areas use custom built models and approaches that link trade to the variable of
primary interest. The point to take away is that gravity is a good starting point for empirical work in
international trade, including applied policy analysis, but many other models and approaches also have
their role to play. The analyst’s role is to choose the best tool, given data constraints, to answer the
question at hand in a robust and meaningful way.
If these points are kept in mind, the gravity model can be a useful tool for applied trade policy
researchers. As the richness of applications over the last half-century demonstrates, there is enormous
scope for adapting the model to changing circumstances and policy priorities. It continues to provide
valuable insights in a policy context, and appears likely to remain the workhorse of the applied
international trade literature for some time to come.
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